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Mopenu o6HOBNSIIOTCA NOCTOSIHHO

BbunaHec xo4deT NCnonb30BaThb
aKTyaJibHble — B6bICTPO MPOBEPATb
M 3anyckaTb Ux B production.

N nogknioYyaTb K BHYTPEHHEN
ba3e 3HaHUN.
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TeKkyuwias Moaenb

MoLeb yXXe
B production
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HoBada mopaenb

ObICTPO 3amnyCcKaeMm
B production

J

Ba3a 3HaHUu



[MepBbli BapMaHT — nop, ogHYy OCHOBHYIO Moaenb

4 )

OcHOBHas
Moaernb

rMmMueT oTBeT
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[MepBbli BapMaHT — nop, ogHYy OCHOBHYIO Moaenb

4 )
oMbenaep

MLLET MOXOXXUeE
dparMeHTHhI




[MepBbli BapMaHT — nop, ogHYy OCHOBHYIO Moaenb

4 )
PepaHKkep

CopTUpYyeT
HangeHHoe




[MepBbli BapMaHT — nop, ogHYy OCHOBHYIO Moaenb
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API

OTOAET OTBET
CO CCbIJTKOU
Ha NCTOYHUK




Ha cTeHpe Bce paboTaer.
CepBUC OTKPbII BCEU KOMIMaHUU



B production

cepBUC TOPMO3UT

CxeMa He naMmeHmnachb

r N
OcHOBHas

Moaesnb
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oMbenaep

-
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PepaHKkep

€D [oKkyMeHTbl cCTanu pNuHHee

API




B production [IOKYMEHTbI CTanu AnMHHee

cepBmnC TOPMO3UT
P P © Ceccuu nownu napannenbHo

CxeMa He naMmeHmnachb

r N N ([ N\

OcHoBHas
Mopenb oMbenaep PepaHKep API
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B production

CepBUC TOPMO3UT

CxeMa He naMmeHmnachb

r N
OcHOBHas

Moaesnb

\_ J

-
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oMbenaep

ID,OKyMeHTbI ctaJin gJiImnHHee

Ceccuu nownn napannesbHo

-

\_

PepaHKkep

¢ 3anpocsbl cTanu cnoxHee

API




B production

cepBUC TOPMO3UT

CxeMa He naMmeHmnachb

r N
OcHOBHas

Moaesnb
_ Y,

-

\_

oMbenaep

[1OKYMeHTbl CTann gnnHHee

Ceccuu noLwnv napannenbHo

3anpochbl CTanu crioXHee

¢ Harpyska ctana HepaBHOMEpPHOM

4 N\ )
PepaHKkep API

\_ O\ J




BpeMa 0O NepBOro TOKeHa:
P95 — 0o 18 cekyHA

Time to First Token, TTFT



BpemMsa 0o nepBoro TokeHa: p95> — o 18 cekyHA

OOuH 3anpoc B paboTe,
0 CeMN — B o4epeau
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BpemMa 0o nepBoro TokeHa: p95> — 0o 18 cekyHA

OOuH 3anpoc B paboTe, 4O CEMU — B o4epeaun

[TaMaTb GPU 3aHd4Ta, pa)ke Korga
Harpy3kKa 3aKOH4YMachb
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Oyepepb TAHET 3a cO60U BpeMs NepBoro ToOKeHa

Bpems Ao nepsoro TokeHa — p95

20s

17.5s

125s
10s

75s

5s

25s

22:30 22:35 22:40 22:45 22:50

3anpochbl B paboTe u B oyepeau

22:30 22:35 22:40 22:45 22:50
== BbIMONHAOTCA XAyT
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[TaMAaTb 3aHATa NOCTOAHHO, BbIMUCNTEHUA — BCMbILUKaMW

3arpy3ka GPU — NVIDIA A100

100%

80%

60%

20%

22:30 22:35 22:40 22:45 22:50

Mamate GPU, GiB

16 GiB

8 GiB

0 GiB
22:30 22:35 22:40 22:45 22:50



HHokynaTb, HeNnb34
aoucnonb3oBaTb
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[lepen 3aKyNnKou —
pa3obpaTtbcd B orpaHN4YeHusax!
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OAuH CUMNTOM — TPU YPOBHS NPOBEPKMU

€D MNamaTb: NnoMellaeTcs N cepBUC 4

3anpoc XAeT

oyepeldb He NrOBOPUT,
4yero MMeHHO He XBaTaeT

\_




OAuH CUMNTOM — TPU YPOBHS NPOBEPKMU

[MaMATb: MOMeLLLaeTCca N1 CepBUC 4

& BbluucneHus: Bbipep>XMBaeT U Harpy3Ky 3anpoc KA&T

oyepeldb He NrOBOPUT,
4yero MMeHHO He XBaTaeT

\_




OAuH CUMNTOM — TPU YPOBHS NPOBEPKMU

[MaMATb: MOMeLLLaeTCca N1 CepBUC 4

BbluMCNEHUS: BbIAEPXMBAET NN Harpys3Ky 3anpoc KasT

€ PasmMelleHue: ecTb U noaxoaaLwmnii npodunb o4epefb He roBOPMT,
yelro M MeHHO He XBaTaeT

[TOKyNKa He peLlmnT Bcex NpobnemM — namsTb,

\_

BblHNCJITEHUA N Ppa3MeLlleHNe MNMpoBepdeM OoTOeJIbHO.



UTOo XOTM FIOJ'Iy‘-I UThb AKTyanbHble Mogenn — 6bICTPO B production,

Ha TekyLieM napke GPU

AKTyanbHble Mogenu KOHTeKCT Pabo4yaqa Harpyska GPU-napk

4 N\ N\ N\ )
BbicTpo 128-256K Ceccuum paboTaloTt CHavana
3anyCcKaemM TOKEeHOB oAHOBpPEeMeHHO TeKyu.lMﬁ NnapkK
HoBylo Mofenb — [1na ONMHHBIX TTFT p95 ocTaeTcs B otogKeT — TONbKO
B production OOKYMEHTOB B npegenax noaTBEPXOEHHbIV
©e3 HOBOIo N OAaHHbIX 3apaHHoro SLO nebnunT
PYYHOro LMKna N3 6a3bl 3HAHU

\_ AN AN AN J




[lanbllue pa3bepeM Tpu orpaHNYeHUs:
NaMATb, BbIYHNCNEHUNA N pa3MeLleHne
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CHayvana — 4To NoJly4yusnocCh

3aTeM — KaK Mbl K STOMY NMPULLIInN

25



YTO HY)XXHO 3HaTb, YTO6bI NPOBEPUTb 3aMnycK

4 )
Mopenb

apPXUTEKTYpPA,
Beca,
KOHTEKCT

- /




YTO HY)XXHO 3HaTb, YTO6bI NPOBEPUTb 3aMnycK

Mopaenb

ApPXUTEKTYpPA,
Beca,
KOHTEKCT

4 )
CepBuUcC
KOHTEKCT,
Harpyska,
orpaHmn4yeHund

\_ /
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YTO HY)XHO 3HaTb, YTOObI NPOBEPUTbL 3arnycCcK

Mopaenb

ApPXUTEKTYpPA,
Beca,
KOHTEKCT

CepBUcC

KOHTEKCT,
Harpyska,
OrpaHNYeHnd

4 )
Cpepa
OBUYXOK
N NMapaMeTpbl
3anycka

\_ /
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YTO HY)XHO 3HaTb, YTOObI NPOBEPUTbL 3arnycCcK

Mopenb

ApPXUTEKTYpPA,
Beca,
KOHTEKCT

CepBuUc

KOHTEKCT,
Harpyska,
orpaHun4YeHus

Cpepa

NBUXXOK
N NapaMeTpbl
3arnycka

a2 )
KnacTep
GPU, namMaTb,
PEXUMBbI OOCTYyNa

\_ /
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CepBuUc UHpepeHca ynpasnsieT 3anycKoMm

BxoaHble gaHHble

4 R
Al-MODELS
NapamMeTpbl Moaenu

- Y,

4 )
INFERENCESERVICE
Tpeb6oBaHUS
cepBuUca

\_ /

[MnaHupoBaHue NcnonHeHue
4 ) 4
Al-INFERENCE MAAS
3anyckaeT
MnaHupoBLMK / cepBMUC
NMoabupaeT KOHPUrypaLuio -
CUYMTaAET NaMATb, NPOBepPSET
nocTtynHble GPU, obbAacHAeT GPU DRA
NPUYNHY OTKa3a FoToBuUT GPU
\_

/ \




110 3anycKa M3BeCTHHI
KOHpUrypaum4a, Tpedbyemada naMaTb
N KOHKpeTHada NpuynHa OTKa3a



BbibupaeM Mmogenb U3 Katanora

KaTtanor mogeneu

Hangute mogenb, cKkavauTe NOKanbHYIO KONUIO U 3anycTUTe cepBuUc MHpepeHca.

Hewmcnenc: ai-demo - ckayaHo: 4 u3 15 - xpanunuuwe: 247 GB /2 TB

' openai/gpt-oss-20b * YXe ckavaHa ' Qwen/Qwen3.6-27B-FP8 * He ckavaHa ' zai-org/GLM-5.2-FP8 * He ckavaHa
Hugging Face - YaTt 1 TekcT - 21B - 128K Hugging Face - YaTt u TekcT - 27B - 256K Hugging Face - YaTt 1 TekcT - 753B - 1M
Safetensors MXFP4 Safetensors FP8 Safetensors FP8

* 3anycTuTca 3anycTutb UHPEpeHc * OueHKa nocne cKauyMBaHus Ckauatb » OueHKa nocne CKauuBaHUs Ckavatb

' openai/whisper-large-v3 * He ckayaHa BAAIl/bge-m3 * Y)Xe cKayaHa ' BAAl/bge-reranker-v2-m3 * He ckavaHa
Hugging Face - Peub B TeKcT - 1.5B Hugging Face - 9m6egguHru - 568M - 8K Hugging Face - PaHXxuposaHue - 568M - 8K
Safetensors FP16 Safetensors FP16 4 Safetensors FP16

¢ OueHKa nocne cKkayMBaHus CkauaTtb ® 3anycTUTCA 3anycm1'b UHpepeHC * OueHKa nocne cKayMBaHus Ckauatb
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3agaeM TpeboBaHUSA K cepBUCY

® CTpaTerMﬂ HoBbin cepBuc nHdpepeHca
Latency / Throughput / Balance

@ Cepsuc

CTpaTerMn 3anycka

Latency

PasmelleHue

‘: © Kouourypauus

gpu-96gb
96 GB - uenas GPU

gpu-40gb-mig
40 GB - MIG
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3agaeM TpeboBaHUSA K cepBUCY

o CTpaTerus
Latency / Throughput / Balance

HoBbin cepBuc uHpepeHca

@ Cepsuc

e PasmelleHuUue
aBTOMaTU4YECKMN 1N BblopaHHbI GPU

Ctpaterus 3anycka

Latency

PasmellueHue

" © Koudurypauus

gpu-80gb
80 GB - yenasa GPU

gpu-96gb
96 GB - uenas GPU

gpu-40gb-mig
40 GB - MIG

33HATO, BblTeCHEeHMe BOIMOXHO
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3agaeM TpeboBaHUSA K cepBUCY

e CTpaTerusa
Latency / Throughput / Balance

HoBbi cepBuUc uHpepeHca

@ Cepsuc

e PasmelleHUue
aBTOMaTU4YeCKN 1nun BblIbpaHHbIM GPU

Ctpaterus 3anycka

Latency

PasmelleHue

[ © Koudurypauus

e KOHTEKCT U penyimku

CKOJIbKO TEKCTa Aep>xaTb B NMNaMATA gpu-80gh

80 GB - uenas GPU

gpu-96gb
96 GB - yenaa GPU

gpu-40gb-mig
40 GB - MIG

33HATO, BblTeCHEeHUEe BOIMOXHO
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3agaeM TpeboBaHUSA K cepBUCY

e CTpaTerus
Latency / Throughput / Balance

HoBbin cepBuc uHdpepeHca

@ Cepeuc

e PasmelleHUue
aBTOMaTM4eCKN Unun BblbpaHHbI GPU

Ctparerus 3anycka

Latency

PasmelleHue

[ © Koudurypauus

e KOHTEKCT U pernjimku

CKOJIbKO TEKCTa AepxaftTb B NMNaMATA gpu-80gb

80 GB - uenas GPU

gpu-96gb
96 GB - yenaa GPU

¢ Jlo 3anycka
BapPUWaHT 3alyCKa Ui NMpmndnHa OTKa3a

gpu-40gb-mig
40 GB - MIG

oooooooooooooooooooooooooooooo
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1o 3anycka nssecTHbl KOHpUrypauma n GPU-npodpunb

e KoHpuUrypauus sanycka S —

. P e Cy p C bl C e p B VI C a o Cepsuc o KoHdurypauyus ‘ O MoaTeepXxaeHue

e Knacc ycTpomcTBa 1 pexmnm
lim-chat-dedicated Latency

e [lapaMeTpsbl Bbliga4u

apiVersion: ai.deckhouse.io/vlalphal
kind: InferenceService
metadata:
name: gqwen3-6-27b
namespace: al-demo
spec:
inferenceServiceClassName: 1lm-chat-dedicated
launchStrategy: Latency
model:
ref:
kind: Model
name: gwen3-6-27b
sSrc: ai-modelLs

resources:
accelerator:
count: 1

- gpu-8



CerogHsa pasbepeM nnaHUpPOBLUUK

Kak OH cunTaeT pecypchl, npoBepseT goctynHble GPU 1 popmMupyeT KoHPUrypaumio 3anycka

€ Cuutaer namaTb ~ ™
Beca, KV-Kell, cpefa 1 3anac Pe3ynbTarT:
OBUMXXOK, HaCTPOWKKM 3amnycKa
© TlposepsieT goctynHble GPU N KoHpurypauma GPU
HeCoOBMeCTUMbie — C FIpI/I‘-II/IHOl71 OTKa3a \ /

& dPopmupyeT KOHPUrypauuio 3anycka

GPU nnun MIG; coBMecCTHbIM 3anycK — MPS



[1laMaTb

CHa4ana cuymtaeM Bechb oromkeT GPU-namMaTtn
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[TamMaTb: dann BecoB — TOJIbKO YacCcTb 6rog)KeTa

model.safetensors

dann BecoB = 29 GB

4 A

Beca

\_ 4/

KV-Kew, namMatb VLLM n pesepB B pann He BXOoOAT



K BecaM go6asnsetca KV-keL

model.safetensors
dann BecoB = 29 GB

4 N )

Beca KV-keLl

- NS J

HeM ANMHHEee KOHTEKCT U bonblue napannienbHbIX
ceccuun, Tem oonblle KV-kell



Kak mogenb cobupaeT oTBeT Ha kapoMm ware Mofeb

BbIOMpaeT OauH Crneaylowmii TOKEH



Kak mogenb cobupaeT oTBeT Ha kapoMm ware Mofeb

BbIOMpaeT OauH Crneaylowmii TOKEH

Bonpoc: nodeMy poboT-nbisiecoc yBonannca?



Ha Ka)xaoM Lwware Mmogenb
BblIOMpaeT oAuH cnefyrowmm TOKEH

Kak Mopenb cobupaeT oTBeT

Bonpoc: nodeMy poboT-nbisiecoc yBonannca?

OTBeT NoaBndeTcsd 3a N4ATb Laros

-

\_

1

Hapoeno

~N

J

-

2

CHOBa

~N

-

-

3

Ha4YUHaTDb

J

Ha4dalla




Kak mogenb cobupaeT oTBeT Ha kapoMm ware Mofeb

BbIOMpaeT OauH Crneaylowmii TOKEH

[epepn BbIGOPOM O4YepedHOro TOKeHa ModenNb YyYnTbIBaET
BOMPOC M BCE YyXXe HanncaHHoe Ha4vano

4 )
[19Tb TOKEHOB OTBEeTa — NATb OTAEeNIbHbIX LUaros reHepaumum




YTo Mopgenb genaeTt Ha OOHOM LWIare

KOHTEKCT 3TOro Liara

Bonpoc + «<Hagoeno cHoBa Ha4YMHaTb C»

-

3anpoc
TeKyLlen nosvummn

YTO cenyac Hy>KHO HanUTK?

\_

~

J

-

\_

K )
Knoy npownoro
TOKEeHa
[ 0e nckaTtb?
/

[locnegHWU war: Mmoaesnb

BbI6GMPaET C/IOBO «Hayana»

a Y, )
3HaYeHue
NMPOLUIOro TOKeHa
YTOo B34Tb?

\_ _




K 1V coxpaHaTca B KV-KeLlle.
HoBbI Q cYUTAETCH Ha Ka)XOOM Liare.



KV-Kell coKpallaeT Bbl4UCEeHUSA: 25 = 7 Nno3numnm

be3 KV-Kellua C KV-Kewem

~ N
3+4+5+6+7=25no3vuun 3+1+1+1+1=7 nosvumm

\§ /L

Bonpoc: «[lo4yeMy / poboT-nbinecoc / yonnnca?» — 3 TOKEHa

OTtBeT: «<Hapoeno / cHoBa / HaunHaTb / ¢ / Hayana» — 5 TOKeHOB



MeHbLle paboTbl — He 3HaA4YUT B 3,6 pa3a bbicTpee

Pacuer PeanbHasa CKOpPOCTb

r N (
3aBUCUT OT Mofenu,

25 - 7 no3nuun aBMKKa n GPU

g /U




ApXUTEKTypa
BHMMaHUA onpepenseT
CTPYKTYpPY KV-Kella

OaoHM Moaenn cCYUTaKTCH
no 4Yncny KV-ronos,
opyrme — no Turnam CnoeB

[Mo yncny KV-ronos

/Llama 27B A

MHA (Multi-Head Attention)
K/V pns Ka<gow ronosbl

MiniMax-M2.1,
gpt-oss

GQA (Grouped-Query Attention)
K/V Ha rpynny ronos

Falcon 7B

MQA (Multi-Query Attention)
oaHu K/V Ha Bce ronosbl

- /

Mo TMnam cnoes

/Qwen3.6-27B

Gated DeltaNet + GQA
(rmbpwup U3 OBYyX TUNOB CNOEB)
KV-kew Tonbko B 16 GQA-cnoax

DeepSeek-R1,
Kimi-K2.5

MLA (Multi-head Latent Attention)
c)KaToe COCTosiHue BMecCTO
K/V no ronosam

GLM-5.3

DSA + IndexShare
(paspexxkeHHoOe BHUMaHMe)
He cBoguTceA K yucny KV-ronos

~

\_ /
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KV-Kelw cyntaem KV=2xLxTxHkvxDxE
Nno apxuTekType mogenn [

~

[Ans o6bivHOro BHMMaHusa (MHA / GQA / MQA)
N 3anyCcKy

U3 koHPpuUrypauum mogenu

L — cnoés c KV-kewemMm; Hkv — Habopos K/V B cnoe; D — anemMeHTOoB B KV-ronose
I_I d pa MeprI Monuuen " U3 KoHPUrypaLumm 3anycka ]
3aﬂ,a IOT 6al7|Tb| Ha TO KeH; T — TokeHoB B KV-kelle; E — 6aiT Ha anemMeHT Kewa; BF16 / FP1I6 > E=2
napamMeTpbl 3anycka — Mouemy spech x2

otaenbHo xpaHuM K n V ong 6atdya T — cyMMa TOKEHOB BO BCeX aKTUBHbIX 3anpocax
CKOJIbKO TOKEHOB XPaHWUTb \ /

KV=LxTx (Rkv + Drope) x E

/,D,nﬂ MLA (Multi-head Latent Attention)

RKv — cKonbKo Yucen 3aHMMaeT cXkaTtasa napa K/V
Drope — CKOJIbKO Yucen saHMMaeT NO3ULMOHHAaA YacTb Ko4a
L, Tu E — Te e; otnpenbHoro x2 3a Ku V HeTt

\_ /




KV=2xLxTxHkvxDXxE

KaK ycTpoeHa Mopenb

4 )

16 GQA-cnoeB c KV-kewem
OOBEM PACTET C KaXKAbIM
TOKEHOM

48 cnoeB Gated DeltaNet
PUKCHUpPOBaAHHOE COCTOAHME

Qwen3.6-27/B
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KV=2xLxTxHkvxDXxE

KaK ycTpoeHa Mopenb

-

16 GQA-cnoeB c KV-kewem
OOBEM PACTET C KaXKAbIM
TOKEHOM

48 cnoeB Gated DeltaNet
PUKCHUpPOBaAHHOE COCTOAHME

Qwen3.6-27/B

-

\_

2x16 x4 x 256 x 131072 x 2 = 8,0 GiB

~

J
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970 TOoNbkKoO KV-KeLd.

Beca, pUKCUpPOBaHHOE COCTOAHUE,
VLLM u pe3epB gobaBngaem
B MNOJIHbIN DIOKET.



OpuH Nyn Kella: MHOINro KOpPoOoTKnX i oaHa AJIMHHas

HecKobKO KOPOTKUX CECCUN

ceccusa 1

ceccusda 2

ceccma 3

ceccua 4

(N
I




HHMHHbIﬁ KOHTEeKCT BbiTECHAET NaparslieijibHbie CeCCnn

HecKonbKO KOPOTKUX ceccum OpaHa AnNMHHasA ceccus
g N p

[ ceccuda 1 ]

( ceccusa 2 j

ceccus 1, KOHTEeKCT %4

[ ceccua 3 ]

Cceccml 4 ) L
g /L




[No6aBndem namaTb VLLM u pe3epB Ha NUK

model.safetensors Biop)keT 3anycka
dann BecoB = 29 GB

4 N N ( N ([ R

Beca KV-KeLu Cpepa 3anac

\_ U\ 2N J y

\_ J
Y

MTor cpaBHMBaEM C OOCTYMNHOW NaMATbIO KOHKPETHOro
npoopmna GPU



brop)eT: Ha 3anycK U Ha ceccuio

Qwen3.6-27/B, npodpunnb 128-256K

Beca FP8 x 29 GB Ha 3anyckK
KV-kew npu 128K / 256K 8,0 / 16,0 GiB Ha ceccuio
COCTOAHME NMNHENHbLIX CITIOEB Ha KaXXQylo ceccuio

vLLM n 3anac Ha 3anyck



Kaxgaa HoBaga GPU — HOBbIU py4YHOU LUK/

[lepBad NonbITKa

-

\-

[OBMXOK > napameTpsbl > pexum GPU > 3anyck

~

)

-
A100, 40 GB

\_

He NMoMeCTUnJ10Cb

J




Kaxgaa HoBaga GPU — HOBbIU py4YHOU LUK/

[lepBad NonbITKa

-

\-

-

N (
[ABWXXOK -> napameTpbl > pexxnum GPU - 3anyck A100, 40 GB
He NOMeCTNJ10Cb
VNG Y,
BTopada nonbITKa
N
H100, 80 GB

\-

CHoBa: oBMXOK -> napamMeTpsbl > pexxuM GPU - 3anyck

)

\_

NOBTOPHAEM BCE BPYUHYIO

~

J




Kaxgaa HoBaga GPU — HOBbIU py4YHOU LUK/

[lepBad NonbITKa

-

\-

-

N (
[ABWXXOK -> napameTpbl > pexxnum GPU - 3anyck A100, 40 GB
He NOMeCTNJ10Cb
VNG Y,
BTopada nonbITKa
N
H100, 80 GB

\-

CHoBa: oBMXOK -> napamMeTpsbl > pexxuM GPU - 3anyck

NOBTOPHAEM BCE BPYUHYIO
J

~

J

(

Cnepyowias KapTa

] [TOT Xe PYYHOU LMK

)




CMeHa KapTbl HE OTMEeHAeT Nogbop —
OHa 3anycCKaeT ero 3aHOoBO



[ToBTOpSAIOLLEEeCA HaYano 6epeTca U3 Kella

3anpoc A

4 N )
O6LWMN AOKYMEHT — CUYMTaEM Bonpoc A
\_ O\l J




[ToBTOpSAIOLLEEeCA HaYano 6epeTca U3 Kella

3anpoc A

4 N )
O6LWMN AOKYMEHT — CUYMTaEM Bonpoc A

\_ O\ /

3anpoc B

4 N )
O6LWMN OOKYMEHT — Y)XKe B Kelle Bonpoc B

\ VAN J




CymTaeTcqd 3aHOBO TOJIbKO
M3MEeHMBLLUAACH 4YacCTb



YacTb KV-Kelwla MO)XXHO BbIHECTU B onepaTUBHYIO NaMATb

3710 ocBoboxpaeT NnamaTb GPU, Ho po6aBnsaet oomeH no PCle

4 )
GPU

[ Beca ][ KV ]: CBO6GOOHO 1

—-— e o o o o e e e e =

\_ J
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YacTb KV-Kelwla MO)XXHO BbIHECTU B onepaTUBHYIO NaMATb

Namatb GPU ocBo6oxpaeTcs, o6MeH aeT no PCle (KV cache offloading)

4 R 4
GPU OnepaTvBHas NaMATb

( ____________ N\ (- T TTT === ========
[ Beca ][ KV ]: CBO60AHO i i YacTb KV

- J \

——————————————————

Mpumep: 4 GiB / 20-50 GiB/s = 80-200 mc

ITO HMXXHSASA rpaHuua TonbKo and nepeHoca no PCle



[laMaTb: cuMTaemMm n oNTUMUIUPYEM

[TamMaTtb

[TpedUKCcHoOe KelwlnpoBaHue Boirpy3ska KV-kewa B RAM
(prefix caching) (KV cache offloading)
[ToBTOpPSAOWMNCA NpedUKC Ha GPU ocTaeTcd 6onbLie

HEe CHNTaeTCHd 3aHOBO MeCTa AOJ1d KOHTEeKCTa



BbiluncneHus

Tenepb NpoBepsaeM, BbIAEPXUT /TN CEPBUC
HYXXHYIO Harpy3ky
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Kak Mmopgenb ¢popMUpyeT oTBET

[10 NnepBOro TokeHa — 4YMTaeT BeCb BXonA

-
PREFILL

Bce TOKeHbl 3anpoca obpabaTbiBaloTCA NapanienbHo

[Banpoc] > [KOHTGKCT] >

\_

J

[Nlocne nepBoro — NpoAo/MHKaET No OJHOMY

-

\_

DECODE
Kaxgbli cnegyowmm TOKEH 3aBUCUT OT NpeabigyLero

- NEREAEIE

~

OaHa Mofaenb aenaetT obe paboThl
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da3bl no-pasHoMy HarpyxxawT GPU

UteHne Bxoga — LUIMPOKUI BCMNECK

4 )
PREFILL

OJIMHHEee KOHTEKCT > 6osblle paboTbl 4O NEPBOro TOKeHa

11

FeHepau,m:l — MHOIO KOPOTKUX LLUalroB

DECODE
O/IMHHee OTBET -> 60/ibLUe nocfiefoBaTesibHbIX MPOXOA0B

N\ /

PREFILL 1 DECODE ontMMn3anpyem otgenbHo

4 )

! mlinfnlinlnl )

7/



Ha npene ontuMmmnsauum 6onbLue

PREFILL: BxXoa penvMm Ha 4yacTtu

KOPOTKME 3anpocChkl He XXAYT AJIMHHOIO
CHUNKED PREFILL

DECODE: npoBepsieM TOKEHDbI

draft-Mopenb npegnaraetT HECKOMbKO,
ocHoBHada npoBepseT SPECULATIVE

DECODING
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Ha npene ontuMmmnsauum 6onbLue

PREFILL: BxXoa penvMm Ha 4yacTtu

KOPOTKWE 3allpoCbl HE XOYT OJINMHHOIO

CHUNKED PREFILL

DECODE: npoBepsieM TOKEHDbI

draft-Mopenb npegnaraetT HECKOMbKO,
ocHoBHada npoBepseT SPECULATIVE

ELie Tpu MexaHn3Ma ypoOBHA cepBUCa

-
HenpepbiBHbIN 6aTYUHT

(continuous batching)

HOBbIE 3aMNpPOoCbl BXOOAT
0e3 OXXngaHUs BCeU Mavdku

\_

~N

J

DECODING
4 N\
PREFILL / DECODE — MapLlpyTnsauus
No pasHbIM penyimKkam no KV-kewy
3anpoc naeT Tyaa,
rOe ero Kew yxe ecTb
\ AN




Pa3MelleHue

KoMy Hy)Ha uenaqa GPU, a KToO MOXXeT paboTaTb pAaaomM?
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BbluMcneHus: y cepBUCOB pa3Hbiv NPOoPUIib Harpy3ku

OSTMHHBbIA KOHTEKCT
Ocrosras vopens N, v o
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BbluMcneHus: y cepBUCOB pa3Hbiv NPOoPUIib Harpy3ku

MHOINO KOPOTKUX

BekTopusauus SEEEEEEEEEREEN 3aMpPOCOB
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BbluMcneHus: y cepBUCOB pa3Hbiv NPOoPUIib Harpy3ku

OcHoBHas Mopgesnb

BeKkTopumsauus

[lepepaH>XnpoBaHue —.——.-—.—-

OJIMHHBbIA KOHTEKCT
nctpornm TTFT

MHOIO KOPOTKMX
3anpocoB

KOPOTKNE BblHNCITNTEJIbHbIE
BCIJ1IeCKHW
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BbluMcneHus: y cepBUCOB pa3Hbiv NPOoPUIib Harpy3ku

OcHoBHas Mopgesnb

BeKkTopumsauus

[lepepaHXnpoBaHue

Peub n OCR

OJIMHHBbIA KOHTEKCT
nctpornm TTFT

MHOIO KOPOTKMX
3anpocoB

KOPOTKWME BblHANCTINTEJIbHbIE
BCIrJ1IeCKUA

HalPy3Ka BO3HUKaET
AMN30OANYHECKNA

/8



GPU DRA rotoBut yCTPOUCTBO

K 3amnyCKy

ResourceClaim

g
3asaBKa

Ha pecypc

knacc GPU
N PEXMM 3anycKa

\_

GPU DRA

p
Pe3epBupyer

n rotosut GPU

nonHaa GPU vnun MIG;

coBMeCcTHO — MPS
\_

/

Habr, DRAnBepbI
pna GPU



CepBuC Nony4yaeT rotosoe
YCTPOWCTBO B BbIOPAHHOM pexXxmnme —
nanblle pa3bepemM caMm pexxKMsbl



He kaxgou Mmogenu Hy)XXeH uenbit GPU

OcHoOBHas Mogernb OTaaTb LENIMKOM OgHOMY cepBuUCy?

Qwen3.6-2/B: Beca = 29 GB
N CTporme TpeboBaHUA K 3afeprKKe

/OJJ,MH GPU R

BEL

BcrnomoraTtenbHble cepBUCDHI

KOpOTKMe 3ampochl M BCMNECKM: —

BbluncneHus
BEKTOpU3aLund, nepepaHXxmposaHue,
peyb, OCR \_ /
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Ecnun Kaxxabl cepBUC Nony4vaeT
uenbin GPU, YyacTb naMaTu
N BblYMCNTEHNMN OCTAETCH 6e3 paboThbl



NVIDIA GPU: ycTpOUCTBO U COBMECTHbIU 3anyCK

MonHbin GPU MIG MPS
4 ] N ] N
OfHO yCTpPOUCTBO OTpenbHoe yCTPOUCTBO HecKonbKo npoueccos
(Ha nonHom GPU nnn MIG)

(BCcst NamMATb U BblYMCIEHWS) (annapaTHas nsonaums)

f_\ ( ) (

\_

J G

J G

Ecnun cepBuCy Hy)XHa BCH Ecnun nogxoount oguH Ecnu pa3spelleH

KapTa Ui COBMECTHbIV n3 MIG-npopunnen COBMECTHbIV 3anyCK,;
3anycK 3anpelLleH aTtoro GPU NIMMUTbI YOepXXNBaeT
MPS-cepBep

\_ O\ AN




MIG — otpenbHasa 4Yyactb NVIDIA GPU

PasMep u cocTaB npoduneun onpepensaet mopgenb GPU

" NVIDIA GPU A ® MNopxoout, ecnu

HY>XHa annapaTtHaa nsonaumg
n ectb MIG-npodpunnb HY>XHOIo

NMpodunb A NMpoduneb B NMpoduns C pa3Mepa

Pa3spenéHHas naMsaTb

MIG-npodunun

O OrpaHunyeHue:

4 )
\ J

NPON3BOJIbHbIN OOBEM
N\ J He 3anpocuTb
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MPS: HecKonbKoO npoueccoB Ha OQHOM YyCTPpOUCTBE

KnuneHTbl noakntovatoTca yepe3s CUDA-gpauBep

(I'Iongu‘/'l GPU vnun MIG-npodunb

MPS-cepBep
\_

~

/

[MepBbIlU KNUEHT

-
Control daemon 3anyckaeTt

MPS-cepBep O/19 yCTPOUCTBA

&

Cnepyowme KInMeHTDI

-
[logkno4aloTCHa K TOMY Xe cepBepy;

cepBep YAepXXMBaeT NMUMUT KaXKaoro
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MPS: o6waa naMaTb, TIMMUTbI BbIYUCIIEHUIA

O6Luasa namaTb, yrnpasBJ/idseMbie BbIHUCTTIEHUSA

BbibpaHHOE yCTPOUCTBO

JluMmunTbl KNNeHTOoB gepXXut MPS

\-

~

/

Y KaXXaoro KJineHTa

-

&

OTpenbHOe afgpecHoe NPOCTPaHCTBO;
3aaHHaaA 0oNs BblMNCNEHUN

O6Llee ana npoleccos

-

&

[MlaMATb ocTaéTca obLeun;
COBMECTHbIM 3aNyCK pa3peLluaeM SiBHO
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[1Be HacTpoiku — gBa npodunsa 3anycka

(

\_

dann Becos

Qwen3.6-27B FP8
~ 29 GB BecoB

J

OpuH n ToT XXe checkpoint

A — ObICTPbIU NepBblX TOKEH
KV-kew Ha GPU, MMHMMyM oobmeHa no PCle



[1Be HacTpoiku — gBa npodunsa 3anycka

(

\_

dann Becos

Qwen3.6-27B FP8
~ 29 GB BecoB

J

OpuH n ToT XXe checkpoint

A — ObICTPbIU NepBblX TOKEH
KV-kew Ha GPU, MMHMMyM oobmeHa no PCle

B — BbicOKas nponycKHas cnoCO6HOCTb

Bonbwe ceccun; 4acTb KV-kewa B RAM,
UTOI NpoOBepaAeM 3aMepPOM



Ona nepson Mogenu Bce NnoaobpaHoO BPY4HYIO

-

Mopenb A
N\

~N

J

4 )
apXUTEKTypa
NG J

4 )

KBaHTOBaHUE

-

- J

\_

KOHTEeKCT

~

J

[Tocne HeCKOJIbKMX 3aNyCKOB OCTaeTCH
ofHa paboyasa KoHpUrypauus

\_

OBUXXOK
u dnaru

J

-

npodpwunb
GPU

~
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Bropas Mogenb — 1 NnpoBepKa HaYMHaeTCcs cHavana

-

-

Mopaenb B

~

-

J

[1na HoBOW MOOenM 3aHOBO cBepseM
APXUTEKTYPY, pnaruv, KOHTeKCT 1 pocTyrnHble GPU

\_

Apyras

~

J

-

\_

Apyroe

~

J

Apyrou

-

\_

apyrve

~

J

-

\_

Apyrou

~

J

90



Py4yHou noa6op cTtan niaHMpOBLUMKOM

PesynbTaTt

-

BxofHble AaHHble MnaHnpoBLKK
4 ) 4
Mopgenb
APXNTEKTYPA, Mepe6upaer
Beca, KOHTeKCT
\ y AOCTYMHblE BapUaHTbI
4 ) 7191 KaYKOoro npoduns
CepBuc / NpoBepsieT COBMECTUMOCTb
SLO, Harpyska,
4MCNO PensnK
N\ / <
4 )

N\

GPU-nHBeHTapb

NamMaTb, Npopunu,
3aHATOCTb

KoHpurypauuma
3anycka

OBWXXOK, MapaMeTpbl 1 NpodUIb
GPU mnn KoHKpeTHas npuymHa
OTKa3a




[lpoBepKa BapuaHTOB

Kakgbl OOCTYMHbIN NPOodUIb NpoxoauT
OJJMHaKOBble 0bsA3aTesIbHblE MPOBEPKU

92



Ka>xgblh BapyaHT NpoXoauT NATb NPOBEPOK

4 )
O1
KoHpurypauumda
HanpgeHa

\- 4/

-

\_

02

YcTponucTeo
nogxoguT

~

J

-

\_

03

Nenuntb GPU
pa3peLleHo

~

-

J

[1Nna KaXxaou KoOHpUrypaumm pukcmnpyem

NepBYIO MPUYMHY OTKa3a

\_

04

Cpepa
OOCTYrMHa

-

\_

05

[TamMaTun
XBaTaeT




bepeM MnHMManbHO goctaTto4yHbin GPU

-

3aKa3 Ha 4YaT-cepBUC

Qwen3.6-27B FP8

KOHTEeKCT: 128K TokeHOB
2 cecCn OQHOBPEMEHHO
KV-kew: 2 x 8 =16 GiB

6roo)KeT 3anycka: =45 GB

~

4 )
40 GB
He noaxoauT: 40 < 45 GB
NoAcceleratorWithEnoughMemory Py
4 )
80 GB
45 GB nomeLwlatoTcs
\_ /

He 3aHMMaeM be3 HeobxoaMMOCTU

94



[TnaHmnpoBLMKK 3aga€eT Knacc GPU, DRA Ha3Ha4vaeT KapTy

[lnaH 3anycka

-

-

KJflacc YCTPOUCTBA
gpu-80gb

~

J

ResourceClaim

(

-

3asiBKa Ha Knacc
pecypca

6e3 UMeHU
KOHKPETHOW KapThbl

[Tocne BbigeneHus

(

gpu-3 Ha nhode-07
GPU 80 GB

Pod He npuBdasaH K PCl-agpecy:
ycTpowcTBO BbibMpaeT DRA (Dynamic Resource Allocation)




[NpauBep rotoBut GPU ana KoHTenHepa

4 )
O1

3asiBKa Ha pecypc
BblOeneHa

\- J




[NpauBep rotoBut GPU ana KoHTenHepa

4 )
02

[loaroToBKa
GPU Ha y3ne

\- J




[NpauBep rotoBut GPU ana KoHTenHepa

4 )
03
YCTpPOUCTBO
nepenaHo
yepe3 CD

- /

CDI coobliaeT KOHTeEUHepPY, KaKoe YCTPOMCTBO NOOKIIOYATD,
6e3 pyyHou nepepadn PCl-agpeca



[NpauBep rotoBut GPU ana KoHTenHepa

-

\-

04
CepBuc 3anyLieH

CDI coobliaeT KOHTeEUHepPY, KaKoe YCTPOMCTBO NOOKIIOYATD,

6e3 pyyHou nepepadn PCl-agpeca




Ecnu knacc GPU He cpaboTtan — npobyeM cnefyowmm

(

\_

[TnaH 1

gpu-80gb

J

TpeboBaHUA HE MEHSATCH; MCKNKOYEHHbIV Kflacc

-

\_

ResourceClaim

Failed=True

J

OCTaeTCd B CTaTyce

/

-

NcknodyeHuda

gpu-80gb

~

[1naH 2

gpu-96gb




CTaTyc oTBeYyaeT Ha fBa Bornpoca

4 )
YTo 6yaeT 3anyLieHo
e GPU 1 pexxnm pasmelleHns
e [laMaTb Ha pennunky
e [IBMXXOK M NapaMeTpbl 3anycka
- _/

(

-

YTO nponcxoauT cenyac

e Paboyad Harpyska rotoea
NN CO30aETCH

e Kakoun knacc GPU y)xe He nogoLuéen
e CKOJIbKO MOMbITOK 3aMycKa y>e 6blno

[Ton cboe cnepyoWwmM BapmMaHT BbIOMpaeTCH C Y4ETOM

Y)XKE MCKJTHOYEHHbIX KJ1aCCOB




[MnaHbl: pacnpenenéHHbIn 3anycK

HeCKONbKO perniuk

PaspensaemM yteHue v reHepauuio MapuwpyTtusauumda no KV-kewy
(P/D disaggregation) (cache-aware routing)
[TopbupaTb pecypchl O4na YTeHUd YUynTbiBaTb pacrnonoxeHne KV-610KoB,
KOHTEKCTa M reHepaLlmm He3aBUCUMO; oyepeb N OXXKMaaeMoe BpeMS
y4nTbiBaTb Nepenadvy KV-6/10KoB 0O MepBOro TOKEeHa
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[na nHXXeHepa

[1na 6nsHeca

CHavana pasbepurte, B 6lop)KeT MOET TONbKO

rge ynepauceo noaTBepXXAeHHbIN aeduumuT
[lpoBepbTe oTAEeNbHO NaMATb, 3arpy3kKy Hy>XHbl TPU YMCna: ueneBad Harpyska,
GPU mn pasmelleHme. Torga NoHATHO, EMKOCTb TEKYLLEero rnapka nocne

4YTO MeHATb: NapameTpbl VLLM, npodunnb ONTUMM3aLIMN N OCTATOK, KOTOPbIN
GPU vnmn cam napk. OH He 3aKpbIBaeT.

Camas goporas KapTa B KjlacTepe — Ta, YTO NnpocTamBaeT
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HHoKkynaTb Henb3s, gonucnonb3oBaTh

CHa4vana ncnosnb3yurte y>ke KynieHHosle GPU

104



[MpaKTU4YeckKasa YyacTtb

CteHa: nBe RTX 5060 Ti

gpt-0oss-20b - no 16 ' b Ha KapTy

105



Kak 3anpocbl mayT K mogenam un Kubernetes

/v1/* BepéT K MogenaMm, /mcp — K Kubernetes. O6a MapLupyTa NpoxoaaTt yepes ai-mcp-gateway.

[Monb3oBaTesnb
(6paysep)

UHTEP®ENC

Open WebUI

4yaT C Moaersiblo

6a3a 3HaHuUK
rOJIOCOBbIE 3aMnpocChl
MHCTPYMEHTHI
Kubernetes

~N

CPU
Apache Tika

\_

N3BJiEKaeT TEKCT N3 JOKYMEHTOB

LLJ1HO3

ai-mcp-gateway

Mopenu
3arnpochbl U XXypHan

Kubernetes
TOKEeH NnoJib3oBaTtend

AL

/mcp

J

BXO[,

Deckhouse Dex

Bblga€T OIDC-TOKeH nosib3oBaTento

) 4 )
MOOENU
API yeTbIpEX cepBUCOB
gpt-o0ss-20b BEKTOpM3aUu4
rnepepaHXmnpoBaHue Whisper
\_ J
4 )
j KUBERNETES
~ APl npoBepseT npaBa nonb3oBaTensd
[ OIDC-ToKeH ] [ Kubernetes API + RBAC ]
\_ J
4 N
Prometheus + Grafana
MeTpuKK 3anpocos, VvVLLM n GPU
\§ J
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LLM — Ha ogHoMm GPU. Tpu cepBuca — Ha BTOPOM

[ee RTX 5060 Ti no 16 'b: ocHoBHaga Moaenb NPUHMMaeT KOHTEKCT A0 128K TOKeHOB;
BeKTopusauus, nepeparxmposaHme n Whisper genat stopou GPU yepes MPS

[ Open WebUI H ai-mcp-gateway

4 )
GPU '| —_— MPS NVIDIA RTX 5060 Ti16 I'b
[ BekTopusauus 30 % ]
(I‘IepepaH)KMposaHMe 30 %)
[Whisper 40 %)

\_ _/

j—-[ /v1/* Mmopenu j—-[ /mcp Kubernetes ]

-

Apache Tika — CPU
pa3bop OOKYMEHTOB

)

-

GPU 2 —
ocHoBHada LLM
4 )
gpt-oss-20b
vLLM
;(;g;eKCTa
- y

NVIDIA RTX 5060 Tile I'b

(

.

~N

0o 4 3anpocos

J

(

.

BblIHOC KV-K3lla
B RAM

~\

J

-

U

\
YaHKUPOBaHHbIN
prefill

J

-

FP8 KV-kaw

~\

J

DN

J

Deckhouse Dex — Kubernetes RBAC
npasa nonb3oBatend gna MCP-MHCTPYMEHTOB

) (

Prometheus + Grafana
MeTpukn Maas, ai-inference, vLLM n GPU

]




[Tpn 8 KNUeHTax oXXxugaHme cokpaTUiocb Ha 82 %

P95 00 NepBOro ToOKeHa Npu 8 KnneHTax

-

g

394->71c

OXXMaaHne CoKpaTunocChb Ha 82 %

J

KOHTPONbHbIN MPOroH: MEHAIMCb HECKOJIbKO HAacTPOeK

[fponycKHada crnocobHOCTb cepBUCa

(

\_

21,7 > 76,3 TokeHa/c

B 3,5 pa3a Bbille npn 8 KNneHTax

-

\_

[ KV-Kew xpaHuTtca B FP8 ] [

[0 YeTbIPEX 3arnpoCcoB

BCen KOMbMHauumn

OpHoBpeMeHHO obpabaTbiBalOTCH ] [ Pe3ynbtaT — a¢pPeKT

IPPEKT OOHOUN HACTPOUKUN OTAENbHO HE N3MEPSASICH



128K-KoHTeKCT: 2,92 GIB KV-kewa ywno B RAM

XonopgHbin 3anpoc Bo BpeMs 3anpoca
4 N
127 537 TOKEeHOB Ha Bxofe 2,92 GiB KV-kKewa
O nepBoro TokeHa: 270,77 c Bbirpy>keHo ns GPU B RAM
. NosiHbIN oTBeT: 277,3 C Il 64 TOKeHa Ha BbIXxofe

YTo noaTBep)paeT xonogHbi NporoH. Paboyvasa ctpaTterus:

K
KoHTekcT 128K KV-offload LleHa — o6b™meH
MOMecCTUNCH ocsob6oaun GPU rno PCle

\_




deckhouse

@_
™

Cnacubo

3a BHUMaHUNE

T
e

“d @©@deckhouse_news

C) github.com/deckhouse



