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LUIECTb OCHOBHbIX TEM —

YTO NnpoBepvM B NnepBbie AHun

o1 GPU O4 Pab6otanopHarpyskoun

XBaTUT 1N MaMATU N COBMECTUM 11N CTEeK. KaK yCTpOEeHa reHepauma 1 CKOJIbKO MONe3HbIX 3arnpoCOB BblAEPXNUT CEPBUC.
O2 bonbuwwueBeca O5 OTKa3oycTOMUMBOCTb

KakK 4OCTaBUTb BEPCUIO N COXPaHNUTb OTKAaT. Kakom pe3eps I'IGpG)KMBéT Bbl6paHHbIl;l OTKa3.
O3 [HOonruncrapT O6 THOHUHr U O6HOBNEHUSA

KOr[ia BEpHYTb TPaduK 1 rAe NckaTb OTKa3. KaK MEHHATb HACTPOWKM 1 MOLENY C MPOBEPKOW pe3ynbraTa.

Mocne kaxaow OCHOBHOW NpobremMbl byaeT oTeeT. CrieayoLwmn ypoBeHb CObepéM B iBa Cnania «4To ganblues.




01/ GPU - MTAMSTb U HECKOJNIbKO KAPT —

CHauana BMeCTNMOCTb, MOTOM CKOPOCTb

CocTosiHMe Pa6ouasa namMATb
BecaMopenu
aKTUBHbIX 3anNpocoB ABUXKa
lNMpoBepseM KOHKPETHYIO KapTy Ecnu ogHou kapTbl Mano
Mogenb GPU, 0oCTynHYIO NaMATb U CBA3W MEXAY KapTamu. [locne BECOB HYXHO [pw tensor parallelism GPU coBMeCcTHO CUMTatoT CNou 1 4acTo O6MEHMBAIOTCH
OCTaBWTb MECTO ANA ONIMHHOIO KOHTEKCTA 1 MapanernbHbIX 3anpocoB. LaHHbIMW. CKOPOCTb COEANHEHUI BNUSET Ha OTBET.

Be3 NVLink npoBepseM PCle n cxeMy pacnpeaeneHua

B HekoTopbIX KOHOUrypaumax nonesHee pipeline parallelism: Moaenb 4enuTca No cnosm. YHMBepcanbHOro koadpuumeHTa 3ameaneHmsa HerT.

«[loMecTUnach» v «yCrneBaeT OTBeYaTb» NPOBEPSieM OTAENbHO. CKOPOCTb ONpeaenM B 6510ke METPUK.




01/ GPU - BIOAXET NMAMSATM —

OueHM NAMSATDb A0 NepBoro 3anycka

PeweHue KoHKpeTHOE peLleHne

Yue6Hada mogenb ¢ o6bivHbIM full attention

27 mnpa napameTpos, BF16. 32 cnos, 8 KV-ronos, pa3mep ronosbl 128; KV-cache Toxe BF16. OgHa GPU, He3aBUCHUMble KOHTEKCThI, 6e3 06LLero npedukca.

Cnaraemoe YuebHbin 6100KeT
Beca: 27 Mmnpa x 2 6anta / 23°=~ 50,3 'mb
KV Ha TokeH: 2 x 32 x 8 x 128 x 2 = 128 Kub Beca 50,3 b
8192 TokeHa B ogHOM 3anpoce: 1 mb KV-cache
16 Takux 3anpocos: 16 M'mb KV-cache KV-cache 16 Tvb
Paboune 6ybdepsbl, graphs u yCnoBHO 4 [nb

HaKnagHble pacxodbl

NToro oo AONMONHUTENIbHOIO 70,3I'nb
3anaca

[Onga ycnosHbix 80 'mb poctynHon VRAM octaétca 9,7 Mmb. BioaxeT 6ydepoB yTOUHSAEM MNP 3aryCcKe; 3aTeM Harpyaem MakCuMarbHbIM 4OMYCTUMbIM KOHTEKCTOM U
napannenbHOCTbIO.

Hugging Face: KV-cache - vVLLM: conserving memory

[ 13 KOHOUIypaLLMM MOAENN CUNTAEM HUXKHIOKO OLLEHKY; pearnbHbI 3aMyCK 1 Harpy3ka npoBepsioT AOMYLLEHMS.



https://huggingface.co/docs/transformers/en/cache_explanation
https://docs.vllm.ai/en/stable/configuration/conserving_memory/

01/ GPU - COBMECTUMMOCTb CTEKA —

KapTd ectb. NMoaaep»vT v eé HOLl cTek?

Compute capability -
700 NVIDIA V100 gl Lo
Hayane
B Tekywmx TpebosaHnax VLLM ana NVIDIA: 7.5 v Bblwe. Takxe
BaXHO MOKONeHne: OHo onpeaensaeT GopMaThl Y1cen un l
BblYXCNINUTENBHbBIE AOPA.

Container Toolkit

MNpuHUMaeM NpoBepeHHbI KomnekT: GPU + apavBep + o6pa3 Hoctyn Kk GPU 13 KoHTenHepa
ABMWXKa + popMaT BECOB + NapaMeTpbl 3anycka. l

Device plugin
Pecypc GPU ansg Kubernetes

|

O6pa3 aBuxKa
CUDA-6ubnvoteku, VLLM, nogaepxka Mmoaenmu

VLLM: TpeboBaHuna Kk GPU - NVIDIA: compute capability

[ GPU Operator noMoraeT ConpoBOXAaTb 3TN KOMMOHEHTbI. DHanNbHas NPOBeEpPKa: pearnibHoe BblUMCIEHNE B KOHTENHEPE.



https://docs.vllm.ai/en/latest/getting_started/installation/gpu.html
https://developer.nvidia.com/cuda-legacy-gpus

01/ GPU - MAPLUPYT NMPOBEPKMU —

NMpoBepsieMm COBMEeCTMMOCTD No Lieriovuke

PeweHue Kyoa konatb

LWar I'ne npoBepsieM YTO AOMKHO NONYYUTbCH

1. GPU v popmarT Tabnunua compute capability NVIDIA; GPU KapTa nooaepXxvBaeT HYyXHbI OBUXOK 1 dopmaT
requirements 1 quantization matrix vLLM

2. ipaviBep n o6pas NVIDIA CUDA Compatibility; CUDA B 3akpenniéHHOM PeanbHoe CUDA-BblUMCNIEHNE NPOXOONT B 3TOM
obpase KOHTENHepe

3. Kubernetes Component matrix GPU Operator; pecypc TecToBbI pod nony4vaeTt GPU 1 BbinONHAET
nvidia.com/gpu Hay3ne BblUMCEHNE

4. Mopenb u API Supported Models vLLM; kapToyka Mogenu, 3anyckaeTcd HyXHas revision; NnpoxoauT 3anpoc
tokenizer, chat template NPUNOXeHNA

CoxpaHsaem GPU, gpansep, digest o6pasa, revision BeCOB 1 napameTpbl. CBepsemM JOKYMEHTALMIO C YCTaHOBNEHHOW BEPCUEN.

YcnewHbin nvidia—smi nokasbiBaeT BUANMOCTb KapTbl; BblMMUCNEHWNE U 3arnpoc MOLENN NpoBepAEM OTAOENTbHO.

NVIDIA: CUDA Compatibility - GPU Operator: component matrix - vLLM: supported models

[ MepBbIN Lar: BeINMCaTb TOYHbI KOMMANEKT. NocneHss NpoBepKa: 3anpoc NPUNOXEHWS Ha 3TOM KOMMEKTE.



https://docs.nvidia.com/deploy/cuda-compatibility/minor-version-compatibility.html
https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/latest/platform-support.html
https://docs.vllm.ai/en/stable/models/supported_models/

02 / BONMbLIWVE BECA - PABMEP MOAENU —

HAeCaTKM rraGanT NPpeBpPaLLLOIOTCH B TepaGanT

Beca — uncneHHble napaMeTpbl HEMPOCETU, MONYYEHHbIE NPU 06yYeHMM. [IBUXOK 3arpyaeT Ux U UCNOMb3yeT AMNS BblYUCIEHNS CNeayoLLero TOKEHa.

Mogenb u popmaTt OduumnanbHbIM peno3nTopun .
MapameTpbl x 6aUT Ha NnapaMeTp
Qwen3.8-27B - BF16 55,6 16 27Mnppx2=~54TB
Gl 55 FRS 756 B 3710 oueHka BF16 no yuéTa coctaa nocrtaeku. B MoE onga TokeHa paboTtaeT
4YaCTb 3KCMEePTOB, HO CKayBaeM BECa BCEX SKCMNEPTOB.
GLM-5.3-BF16 1,51 Tb

KBaHTOBaHWe YMEHbLUAET pa3Mep BECOB. COBMECTMMOCTb 1 Ka4yeCTBO Bbl6paHHOFO BapuaHTa npoBepdaeM OTAENbHO.

Pa3mepbl peno3untopumes Hugging Face: Qwen3.8-27B - GLM-5.3 - GLM-5.3-BF16

[ Pa3mMep dainnioBs eLwé He onpeaenseT nonHbin pacxon VRAM.



https://huggingface.co/Qwen/Qwen3.8-27B/tree/main
https://huggingface.co/zai-org/GLM-5.3/tree/main
https://huggingface.co/zai-org/GLM-5.3-BF16/tree/main

02 / BOJIbLWVE BECA - MTOCTABKA M BOCCTAHOBJIEHMUE iy

3T Becdad eLle HAOo0 AoCTABUTD

PeweHue KoHKpeTHOE peLleHne
Pasmep WpneanbHbiv kKaHan 1M6uTt/c OTOEMMIIGE TERR A
e MecCT0 NoA TEKYLLYO 1 HOBYIO BEPCUK; CTapyIo COXpaHAeM And oTkaTa.
55,6 b 7,4 MUHYTDI - _
e QuKcHpyeM revision, KOHTPObHbIE CyMMbI, tokenizer 1 chat template.
756TB 101 MuHyTa o B 3aKpbiThilt KOHTYP BE3EM 06pa3 ABMXKA U 3aBUCUMOCTMU.
iSlE 201 MuHyTa e OOHOBpPEMEHHbIVN CTapT PENNK MOXET YNepeTbCHd B OAHO XPaHUIULLE.

HWxHSS oLeHKa: pa3mMep x 8 / CKOpOCTb kaHana. ELé 6e3 KOHKYPEHLLUY, 3an1cu Ha OUCK,
npoBepku Gannos u 3arpy3ku 8 GPU.

BHyTpeHHee xpaHunuiye
MUcTouHunK — yTP P - — Kew Ha y3ne

MpoBepeHHas Bepcus

—> GPU

Ecnv BocCTaHOBUTBLCS HYXXHO 3a 15 MUHYT, ckaunBaHue 756 I'b 3a =101 MUHYTY yXe He NoaxXoauT. TOTOBUM FOKarbHYHO KOMUIO 3apaHee.
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03 / AONITUN CTAPT - NCTOPUSA BOCCTAHOBJIEHUSA —

VM BepHyndachb. MoXxHO BepHYTb Tpadmvk?

OxunpaHue Yto yBMOena KkoMaHaa
XocT 1 VM cHoBa AOCTYMHbI. KaxeTcs, 0CHOBHas YaCTb BOCCTAHOBIIEHMS YXe B 0AHOM HalleM BHeApEeHWM O OTBETA MOAEM MPOLLIIO ELLE OKOMO 25 MUHYT:
3aKOH4YMNaCh. TpeboBan1ch 3arpy3ka MOAENM U Ny6InKaLLMs MapLUpyTa.

VM pocTynHa — Moaenb 3arpy>XaeTcsl — BblYMCNIEHUSA FOTOBbI —

MapLUpPYT OTKPbIT = OTBET O6bIYHbIM KITIO4YOM

Bpems oTAenbHbIX CTaaui 3TOro ann3oda He namepeHo. Ha Apyrom KoMnnekTe
CTapT 3aMMET ApYroe BpeMmsi.

[OTOBHOCTb XOCTa W FOTOBHOCTb LLM-cepBuca npoBepsem pa3aensHo.

1




O3 / AONITUN CTAPT - MTPOBEPKWU 3AMNYCKA —

Oaém cTapTy BpeMs y NpoBepsieM roToBHOCTDb

PeweHue KoHKpeTHOE peLleHne

Yye6Hble ycnoBus: B OTAE/TbHOM TECTE XONMOAHbIV CTapT 3aHUMaeT 30 MUHYT. O3TO NPUMEP HAaCTPOUKN; OH HE OTHOCUTCH K UCTOPUM NPO 25 MUHYT.

lMpoBepka Kak HacTpanBaeMm Kak nogTBepxagaemM

Startup Onpoc pa3 B 10 ¢, 4o 210 Heyaay: OKHO OKO/O 35 MUH B BbI6paHHOM OKHE ABMXOK NPOXOAUT
NHULLMaNM3aumio

Readiness [OTOBHOCTb [BMXKa Mocne nporpesa; Tpaduk OBbIYHbIN KIKOY MONyYaeT 3aKOHYEHHbIN OTBET

OTKpPbIBAEM MOCIIE NPOBEPKM MapLIpyTa

Liveness [NpoBepsieM 3aBMCaHMe NpoLLecca; AenUCTByeT nocne [nvHHaga 3arpy3ka 1 ouepeb He Bbi3bIBaOT LUK/
ycrewHou startup probe pecTapToB

C nokanbHbIMX BECaMM U C XONOAHbIM XPaHWUMULLEM U3MEPSIEM 3aMyCK OTAENbHO. ECN CPOK BOCCTaHOBMEHNSA KOPOYE M3MEPEHHOMO CTapTa, HyXHa yXe nporpeTas Konus
WM NEPecMoTpP CpoKa.

Kubernetes: startup, readiness, liveness

3amMepunu cTapT — 3afany OKHO — NMPOrpenyn — NPOBEPWUM BECH NMYTb — OTKPbINM TPadUK.

12



https://kubernetes.io/docs/tasks/configure-pod-container/configure-liveness-readiness-startup-probes/

03 / AONITUN CTAPT - ICTOPUSA OTKAS3A —

Mopenb B Deploying. Nepesarpy3aum cepBep?

YTo BMOenu YTo okasanocb
B uHTepoeice Bnceno Dep loying. [Noxoxe Ha ouepenHyto npobnemy GPU nnu requests > limits: Kubernetes otBepran Deployment oo cosaaHus pod.
opaveepa. GPU-cepBep nepesarpy3unu. [narHocTMKa cMoTpena TONbKO Ha pod M He Noka3blBana NPUYnHY.

[Nocne ncnpaBneHnsa pecypcoB Modenb Havana 3arpyxaTtbcd. KomaHaa nobasuna
BanvaaLmio 1 CObbITUA BCEN LLEMOYKM OObEKTOB.

Ecnv pod HeT, HaunMHaeM € TOro, KTO AO/MKEH 6bln ero co3aaThb.

13




O3 / AONIrMN CTAPT - ANUATHOCTUKA N NMPODPUINTAKTUKA iy

oém oT co3aA0HHOIro 06 beKTd K cneayvioLiemy

PeweHue KoHKpeTHOE peLleHne
I'ne octaHOBUNUCDH MepBbin Wwar
Deployment oTBeprHyT, pod HeT Owwnbka API B norax co3gatens; pecypcbl creHepupoBaHHoOro Deployment;
COObITUA YpaBngoLWwero obbekTa
Deployment ectb, ReplicaSet unu pod HeT describe Deployment/ReplicaSet, cobbiTnsa n admission-owmbkm
Pod Pending GPU-pecypcbl, 3aHATOCTb, requests, orpaHuyeHns pa3melleHus, PVC
Pod ecTb, ABUXXOK HE rOTOB Jloru 3arpy3ku, 4OCTyn K BecaM, nogaepxka moaenn, VRAM n NCCL
[OBVMXOK roToB, KNTMEHT XAET Service, W03, KMOY, pa3peLleHne Ha Modenb, TanMayThbl

[0 BbIkNaaKku MpoBEPSIEM UTOFOBbIM MaHUGECT:

kubectl apply ——dry-run=server —-f deployment.yaml

Dry-run npoBepsieT pecypchbl n admission. MNnaHnMpoBaHWe 1 3arpy3Kky NPOBEPSEM 3aryCKOM.

Kubernetes: dry-run

Hy>Hbl CTaTyC, ANUTENBHOCTb M OLIMBKa Kaxaoro aTana. [MpoBepka pecypcoB BbiNONHAETCS A0 Bblaaun «Deployings.

14



https://kubernetes.io/docs/reference/using-api/api-concepts/#dry-run

04 /| PABOTA NoO HATPY3KOWM - YCTPONCTBO MUH®EPEHCA iy

Kk ns aanpocdad noinyJudercs oreBeT

1o reHepauuu

CooblueHus, CTopua 1 onnucaHne MHCTpymeHToB — chat template cobrpaeT Bxon — TokeHu3aTop nepeBoauT ero B ID TOKeHOB — ouepenb OBMXKaA.

Prefill Decode
ObpabaTbiBaeM BXOAHble TOKEHbI 1 CTponmM KV-cache. Beibrpaem nepsbin lNocnepnoBaTenbHO reHepupyem NPoaoIXeHWe, UCMob3ysd 06paboTaHHbIN
BbIXOHOW TOKEH. KOHTEKCT. [leTokeHn3aTop NpeBpaLlaeT TOKEHbI B TEKCT; KNIMEHT nonyyaeT

q)paFMeHTbI NnoTOKa.

TOKeH — aMieMeHT CnoBapd KOHKPETHOIo TOKEHN3aTOpPa. IM MOXET BbITb YaCTb CMOBa, 3HaK UMK apyroe npencrtaBreHne TeKCTa. rpaHMLI,bI 3apaetT TOKEHN3aTOP,; CNnoBa A
TOKEeHbl HE COBMagaroT OAMH K OHOMY.

Hugging Face: tokenizer algoritnms - Hugging Face: KV-cache

[OnunHHBIY BXO4 006aBnseT paboTy 40 NepBOro TokeHa. OMHHbIN BbIXO NPOLNEBAET FreHepaLmIo.

15



https://huggingface.co/docs/transformers/en/tokenizer_summary
https://huggingface.co/docs/transformers/en/cache_explanation

04 / PABOTA Noa HATPY3KOWM - KV-CACHE —

KV-cache aKkOHOMMT BblUuMCJIEHNA 1 SGHMMAET NOMSATD

BHYTpu oaHoro sanpoca MeXay pa3HbiMKU 3arnpocamu
Ha prefill Bbluncnvnm Key n Value ons BXoAHbIX TOKEHOB. [py reHepaLmm Prefix caching MOXeT nepencrnonb3oBaTb COCTOAHWE COBMafatoLLero Hayana
CrnepfyoLLero TokeHa NOBTOPHO UCMOMb3yeM 3TU pe3yrbTaTbl; UICTOPUIO LLeNIMKOM 3anpocos. CoBnageHne CMbICa BONMPOCOB 3TOrO He obecrneyrBaeT.

3aHOBO He 0bpabaTbiBaEM.

Prefill: [cocTosiHWe BxOAHbIX TOKEHOB]
Decode: [coxpaHéHHOe cocTosiHue] [+ TokeH][+ TokeH]...

[na obbiuHoro full attention ¢ pocToM COXpaHEHHOIO KOHTEKCTa 1 umcna
O[HOBPEMEHHbIX 3arnpoCcOB PacTET NamMATb KeLa. [1pn eé HexBaTKe NOABNAIOTCS
BbITECHEHWS, MOBTOPHbIE BLIYNCNIEHNS U OXMAAHNE.

Hugging Face: KV-cache - VLLM: prefix caching

KV-cache ogHoro 3anpoca v o6 Kell NpeduKCoB peLuatoT pa3Hble 3a4auu.

16



https://huggingface.co/docs/transformers/en/cache_explanation
https://docs.vllm.ai/en/stable/features/automatic_prefix_caching/

04 / PABOTA Noa HATPY3KOWM - KELL N KOHTEKCT —

MNMpoBepsaeM KelLl HO CBOeM iCTopvMm 3arnpocosB

PeweHue Kyoa konatb

Ecnu pacTyT ouepenb U BbITECHEHUS EcnunyacTo noBTOpsaeTcd Hayano

o [MocMOTPeTb ANMHBI BXOAA M BbIXOA, aKTUBHbIE 3anpockl, 3anonHeHune KV-cache CHayana noATBEpPAMTL COBMaAaloWMi Npeduke nocne chat template 1
v preemptions. TOKeHu3aumn. NposepuTb prefix caching Ha 3aKkpennéHHON BEPCUM ABUXKKAE.

e OrpaHn4nTb OOMYCTUMBIN KOHTEKCT 1 Harpy3Ky Nno CLLEeHapuIo; MOBTOPUTbL TOT Xe CpaBHUTb XONOAHbIN M NPOrPETLIA KELW Ha OAHOW Harpy3ke. XopoLUnn pe3ynbTaT C
MPOroH. NPOrpeTbiM NPedUKCOM HE OMNMUCbIBAET NEPBLIN 3anpoc.

e [IpoBepuTb NamaTb, TTFT, nay3bl noToKa 1 goodput BMecTe.

VLLM: optimization - vLLM: prefix caching

HaunHaeM ¢ AnvHbl 3anpocoB 1 AaBneHus Ha kell. GdekT noaTBepXAaeEM MOBTOPSEMbBIM MPOrOHOM.

17



https://docs.vllm.ai/en/stable/configuration/optimization/
https://docs.vllm.ai/en/stable/features/automatic_prefix_caching/

04 / PABOTA Noa HATPY3KOWM - BPEMSA OTBETA —

«BbICTPO OTBEUdEeT» COCTOMT N3 HECKOJIbKX BPEeMEH

t0: 3anpoc — t1: nepBbIN TOKEH — ... = tnN: nocnegHWn TokeH — tend: 3aBepLlueHne

lNMokasaTenb EavHuua paHuLa n3aMepeHus

TTFT C Unumc t1l - t0: 4O NepBOro BbibpaHHOMO BbIXOOAHOMO TOKEHA

ITL MC Mexay nocnenoBaTebHbIMU BbIXOAHbIMU TOKEHAMM; Y KNWEHTa OTAENbHO MHTEepBaribl COBbITUI
NnoToKa

TPOT MC/TOKEH (tn = t1) / (Nout - 1),ecrmNout > 1

E2E C tend - t@: 0o NoaTBEPXOEHHOMO OKOHYaHWSA OTBETa

MpumMep: nepBbIt TOKEH B 1,2 C; nocnenHu B 5,2 ¢; 3aBeplieHne B 5,3 ¢; 101 BbixogHou TokeH. TTFT = 1,2 ¢, TPOT = 40 Mc/TokeH, E2E = 5,3 c.

HTTP-6anT, TOKEH 1 COBLITME MOTOKA MOTYT MPUXOAUTL B pa3HOe BpeMs. [ Nonb30BaTeNs U3AMePAEM NepBbi BUAMMbIV TEKCT.
VLLM: [atency metrics

N3mepsieM y KnmneHTa 1 CMOTPUM XBOCTbI p95/p99. CepBepHbIE BpeMeHa 06bACHSAOT, rAe NoTepsanoch BPeEMS.

18



https://docs.vllm.ai/en/stable/benchmarking/cli/#understanding-the-latency-metrics

04 /| PABOTA NoAa HATPY3KOWN - CLEHAPUN N TPEBOBAHUNSA iy

3canosiHaAeM Nnpoconrib HArpy3Km 1 TpeéosaHuA

PeweHue KoHKpeTHOE peLleHne

Yue6HbIi cepBuUC: YaT NOAAEPIKKU

Mone YTo NnpoBepseM B npuMepe

Bxon p50: 2 048 TokeHOoB; p95: 8 192; AoNyCTUMbIM MaKCUMYM: 8 192

Bbixon p50: 128 TokeHOB; P95 1 ycTaHOBNEHHbIV Npeaen: 512

MNpwxon 3anpocoBs Ctynenn 1 — 2 = 5 — 10 3anpocos/c; Bcnneck 20 3anpocos/c Ha 15 ¢

CnoxHble cnyyamn [nvHHasA UCTOPUS; XONOAHbIN KEL; 0BbIYHbIV 1 MOBTOPAIOLLMNCH MPEPUKC

TpebosBaHve MepBbI BUOMMbBIV TEKCT <2 C, 3aBepLueHne <30 ¢, 6e3 owmnbKkn/obpbiBa, HYXHbII
dopmaTt

Llenb cepsuca: 3a 7 oHen 299% AonycTUMbIX 3anpoCcoB OIHOBPEMEHHO BbIMOMHAOT 3TU TpeboBaHWA. YUebHble Moporu cornacyem C BnaaenbLemM NpunoxeHus.

[na areHTa NnpoBepseM eLle KOPPEKTHOCTb MHCTPYMEHTOB 1 BPEMSA BCEW LLEMOYKM; ANd NakeTa — rofHble 3afaHna K CPOKY. OTO OTAENbHbIE MPOPUNKN U KPUTEPUN.

MepBble OaHHbIE 6EPEM 13 NPUNOXEHWS UMW NPeACTaBUTENbHBIX MPUMePOB. CunMTaeM TOKeHbI ero tokenizer.
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04 / PABOTA Noa HAFrPY3KOWM - GOODPUT —

Goodput: CKOJTIbKO NMoJie3HbIX 3CANMPOCOB BblaepXXnm?

Goodput — uncro 3anpocoB B CEKYHAY, KOTOPbIE BbIMOMHMNM 3a4aHHbIe TPE6OBaHUS K 3aAepXKe 1 pe3ynbTaTy.

Mpumep SLO ans vaTta

. YcnoBHasa MMHyTa: 600 3aBeplunnucb, 540 BbiInonHMAKN TpeboBaHUSA
SLO — uenb KkayecTBa cepBuca: 3a / [HeN He MeHee 99% AonyCTUMbIX

3anpocoB MosyyaroT NeEPBbI BUAMBI TEKCT 3a <2 ¢ 1 3aBepLatoTcs 3a <30 ¢,

6e3 oLwnbKK, 06pbIBa W HapyLLEHVs popMaTa. Mopor BbiGMpaem nos CBOi 1 O Bcex 3aBeplwéHHbIX 3anpocos/c
cLeHapuit. 600 /60 =10 3anpocos/c

B 3HaMeHaTene nonu: BanuaHbie aBToOpM30BaHHbIE 3aMnpocChl B Mpeaenax KBoTbl.
HexBaTKa MOLLHOCTW OCTaETCA NIOXMM COBbITUEM; MOMUTUKY OTMEH DUKCUMPYEM
3apaHee.

9 Goodput - nonesHbix 3anpocos/c
540/ 60 = 9 3anpocos/c

900/ Jons BbinonHeHUs Tpe6oBaHUM
o 540/600 = 90%

MUHYTHBIM NPpUMep NokasbiBaeT pacyeT. CemmnaHeBHbIM SLO oLLeHWBaEM 3a NOJHbIE CEMb AHEN.

B npumepe BbinonHeHo 90% TpeboBaHui Npu Lenv 99%. 3Ty Harpy3Ky noka He NpUHUMaeM: MPOBEPSEM MEHbLLMI NOTOK UMW YCTPaHAEM Y3KOE MECTO.
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04 /| PABOTA NoAO HATPY3KOWN - NBMEPEHUNSA

iamepsieM BeCb NYyTb HA NOBTOPSEMOMN HArpy3Ke

PeweHue KoHKpeTHOE peLleHne
KnueHT —_ LWinto3 —_ Ouepenb

KnueHT OBbIYHbIV KMKOY: HaYano, NoToK, 3aBepLUeHne, HyXHbli
pexum API.

LWnro3 OwmnbKkun, 0TKa3bl, TanMayTbl; MOLENN U KOMaHbI.

IBMXOK TTFT, ouepenb, dasbl, KV-cache, BbITeCHEHUS, ONWUHbI
3anpocos.

Y3sen / GPU MamMsaTb, 3arpyska, oWnbKK, pecTapTbl U OBMEH Mexay
KapTamu.

KnueHT

pesynbTaT

Harpy3o4Hbin nporoH

Paboune anvHbl BXoga/Bbixo4a v CMEeCh CLLeHapueB.
[locTeneHHOo noBbILaeM 4YacCTOTy, OTAENBbHO BCMJIECK A XOMOLHbIN KeLL.

3afaéM He3aBMCKMYHO YacTOTY 3aMpOCOB: OXUOaHWe OTBETA B reHepaTope
MHaYe CaMo CHUXAaET Harpy3kKy.

CoxpaHsaem Moaenb, ABuxok, GPU, napaMeTpbl, Mpodunb; B OTYETE €CTb
OLLIMBKM U TarMayThil.

MporoHsieM 3anofHEHHbIN NPOGUb, CTYNEHW Harpy3ku 1 Berineck. CoxpaHsaeM Chipble pe3ynbTaTbl, OLWWMOKKU, BEPCUM U KOHOUIYPaLMIO.
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04 / PABOTA Noa HAFPY3KOWM - ANATHOCTUKA —

MeTpuyKU NOACKA3bIBAIOT CJIeAVIOLLLYIO NMPOBEepPKY

PeweHue Kyoa konatb
Ha6nionaem C yero HauMHaeMm
Mo34HWI NepBbI TOKEH Ouepenb, onvHa Bxofaa, prefill, nonagaHua B prefix cache
Hayano 6bicTpoe, Aanblue naysbl ITL, COBMECTHbIV MakeT, NnamMATb, Bypepun3aLimsa noToka
[BUXOK BbICTPbIN, KNMEHT XAET LLINto3, ceTb, MPOKCU, GUNBbTPBI, TOUKA NU3MEPEHNS
QPS npexHun, BCE MeaneHHee TokeHbl BXofda/BbIxoda, napannenbHoCTb, HOBbIW TUM 3anpoCcoB
OOM unu BbITECHEHUA Beca u ke, paboyne 6ydepbl, napamMeTpbl, 10rm

Haw ¢akan: anepT cpaboTtan. O6 aBapuu y3Hanu oT Nonb3oBaTenen.

GPU-Hopa noTepsna CBA3b C ypaBneHeM: ManeHbK1e nakeTbl MPOXoannv, 6onbLlimne nomMann oomMmeH. BpemeHHo nomorna Hactpovka MTU. [Npu pa3bope
BbIACHWNOCH, YTO YBEAOMIIEHWE 06 aBapun TOXe He JOCTaBUMNOCh.

Tabnuua 3agaét HaripaB/ieHne rnoncka. anNVIHy noareepxngaemM aaHHbIMN KOHKPETHbIX 3arpOoCOB.

MpoBepsieM BCIO LLEMOYKY: HapylueHue — onoBeLleH1e — YenoBek — AericTBuUe. Tenepb 3HaeM, YTO BOCCTaHaBNMBATb.
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05/ OTKA3OYCTOMNYMNBOCTb - UICTOPUS PE3EPBA —

Pe3epB ecTb. KOMYy OH NpHALOJNIENKUNT?

HaénopgeHne u3 Hawero onbiTa

OXxXunpaHue
Pecypc BblaeneH Ham B pe3eps. [1pn 0Tka3e MOXHO BydeT 3anyCTUTb Ha HEM HalLlly Te xe pecypcCbl OAHOBPEMEHHO CUMTaNIUCb 3anacoM NnaTdopPMbl BUPTYanm3aLmm.
MOOeNb. 3aTeM nx nponanm; paCCl-Il/ITbIBaTb Ha HUX CTali10 HENb34.

YTo Ha3bIBalOT pe3epBOM YTO eLé Hy>KHO Npu OTKase

CeoboaHaa GPU [locTaBnTb 1 3arpy3nTb MOAENb, MPOrpeTb, OTKPbITb MaPLLPYT

GPU c nokanbHbIMW BECaMu 3arpys3nTb MoAe b, MPOrpeTb, NEPEKNOUNTL TPaUK

Yxe oTBevaroLlasa Konmsa ﬂepeKﬂ}Ok-WITb Tpa(Dl/IK M BblOepXaTb OCTATOYHYIO Harpy3Kky

Y pe3epBa [0MXHbl 6bITb BNageneL, NpUopuTET 1 NPaBWO BblAENEHWS NPY aBapum.
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05/ OTKA30OYCTOMYUNBOCTDb - YCJZIOBUSA N NCNbITAHUE iy

Pe3epB OO0JINKEeH BblAepPXKATb NOoTEepIio OaAHOM Konvum

PeweHue KoHKpeTHOE peLleHne

Yue6HbIM npodunb: oaHa Konus 3aHnMaeT 2 GPU v BbinonHAeT TpeboBaHus npu 12 3anpocax/c. MNMuk Toro xe npoduna — 10 3anpocos/c.

Cxema Pecypc Mocne oTkasa ogHOM KOMUK
OpHa konua 2GPU XKOém BoccTaHOBMEHUS
[1Be Konunn Ha He3aBMCUMbIX Y3nax 4 GPU OcTaBLewncs konuu xeataeT: 12 =10 3anpocos/c

lNMpoBepka pe3ynbTaTa

o4 Harpy3kor oCTaHaBIMBaeM OAHY KOMuio. MiaMepsaemM nepeknoyeHme, owmbKkn, 060pBaHHbIE MOTOKM M 3a4ePXKK; MOATBEPXOAEM PaboTy OCTaBLIENCSH KOMUM.
[NpoBepseM obLME W03, CETb, XPaHWUIULLE U MUTaHKE.

Pe3epB 3aKpennéH 3a CepBMCOM. BblunCnnTeNbHbIM PECYypPC B 3TOM CXeME YABOWIICS; OOMOMHUTENbHbIE pacXobl M AOMYCTUMbIN MPOCTOW COrNacyeMm C BnagenbLuem.

3akpennéHHas Konusa + 4OCTaTOYHas OCTaTOYHas MOLWHOCTb + MPOBEPEHHbIN MyTb NEPEKTHOUEHWS.
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06 / TOHVMHI MW OBHOBJIEHNA - NTAPAMETPbI VLLM iy

MapameTpbl HYXKHDbI AJ151 BbIGpAaHHOro npocowvna

MapameTp CMbicn u eguHULA YuebHbin npuMep
max-model-len MaKCHMMyM KOHTEKCTa: BXO + BbIXO[, TOKEHbI 12 288 ToKeHOB
max_tokens B 3anpoce Npenen BbIXOAHbIX TOKEHOB 512 TokeHoB
gpu-memory—-utilization Hona VRAM noa ak3eMnngap asmxka 0,90 = 90%
max—num-seqs MakcuMyM nocnenoBaTenbHOCTEN 3a UTepaLmio 32 nocnenoBaTenibHOCTH
max-num-batched-tokens BrooxeT TOKeHOB 3a War nnaHUpoBLLMKa 8192 TokeHa

3HayeHna nnntcTpaTrBHbIE. BOSMOXHOCTbL COYEeTaHUM NpoBepseM B Bepcumn Asmxka. Chunked prefill no3sonaeT AenuTb AnMHHBIM BXO Ha NOPLIMK U COBMELLATb X C
decode.

VLLM: serve arguments - vLLM: chunked prefill

Mpenen KOHTEKCTa, Npefen BbIxoaa 1 6oaXeT 0OAHOrO Lwara — pa3Hble Ymcna.
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https://docs.vllm.ai/en/stable/cli/serve/
https://docs.vllm.ai/en/stable/configuration/optimization/

06 / TOHUHI N OBHOBJIEHWNSA - NTEPBbIN DKCNEPUMEHT

MeHsiem oaviH npeanes I noBTOPSAEeM TOT MKe TeCT

PeweHue KoHKpeTHOE peLleHne

f'MnoTe3a and Hawero yaTta

MNprnoxeHuo 4OCTaTOYHO BXo4a A0 8 192 1 Bbixo4a A0 512 TOKEHOB. BOMbLUNA KOHTEKCT HaM CeNYac He HYXeEH.

OtanoHA Kanpupat B
max-model-len 32768 12288
MNpenen Bbixona 512 512
GPU, Beca, 06pa3 1 ocTanbHas KOHOUrypaums OnounHakoBble OnounHakoBble
Harpy3aka 3anonHeHHbIN Npodub ToT xe npodunb

MNporpesaem B. lNpoBepseM AnvHHbIN 3anpoc, ovepenpb, ke, OOM, TTFT/E2E, goodput 1 kauecTBo. CoxpaHsaeM KOHOUrypauum 1 pe3ynbTaThl.

KpuTepuun BbiNonHeHbl — ocTasnsemM B. ECTb perpeccua — Bo3spatlaem A.

VLLM: conserving memory

OQHO U3MeHeHWe — nepesarnyck — TOT Xe TECT — PeLLEHNE No pe3ynbTaTaMm.
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https://docs.vllm.ai/en/stable/configuration/conserving_memory/

06 / TOHVUHI N OBHOBJNEHWUS - KBAHTOBAHMUE —

NMeHblLue 6MT — MIeéHblLLIe NOMAaT BecoB

MaMATb BECOB =~ YNCO NapaMeTpoB x 6UTbl / 8

YcnoBHas Mogenb: 27 Mnpa napaMeTpoB ApudpmeTuka lMamaTb BecoB

16 6ut 27mnpox16/8 54 rE

8 6uT 27 Mnpaox8/8 27 rB

4 6uTa 27Mnpaox 418 13 5 rE
4

YTo NpoBepsieM 3aHOBO

MNopnepxky popmaTta Ha GPU, kayecTBO 0TBETa, KOPPEKTHOCTb MHCTPYMEHTOB W CKOPOCTb Ha TOM Xe nNpodune. MacLiTadbl, METaAaHHbIE N YaCTU B APYron TOYHOCTU
[06aBnatoT pacxon.

KBaHTOBaHWe KV-cache HacTpanBaeTca oTAenbHO. Ero CoCToaHMe He BXOAUT B 3TU pa3Mepbl BECOB.

VLLM: quantization matrix

[ OT0 TeopeTHyeckme AecaTUYHble ['B. MeHbLLMI pa3Mep He rapaHTUPyeT YCKOPEHWS U COXPaHEHWS KaueCTBa.
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https://docs.vllm.ai/en/stable/features/quantization/

06 / TOHVMHI MW OBHOBJIEHNA - TPOBEPKA KBAHTA iy

BbiGvpaemM KBOHT MO NAMSATU M Pe3VyJibTaTyY 3aa04m

PeweHue Kyoa konatb

Mo matrix oBuxka npoBepuTbL MeToA + nokoneHne GPU. B kapTouke nocTaBkn — dopmar, revision 1 TpeboBaHus K 06paay.

3anyCTuUTb OTAENbHbINM KaHAMOAT C TEMU Xe OrpaHuyeHnaMu n npodunem. N3meputb peanbHyto namaTtb, TTFT/E2E, goodput v owmbkw.
Ha KOHTpOnbHbIX 3adadax nposepuTb ko4, JSON/tool calls, HCTPpYKUMK 1 ANWMHHBIM KOHTEKCT BMECTe C BnafernbLLEM NPUNIOXEHNS.
Ecnun TpeboBaHWA BbINONHEHbI — COXPaHUTL KOMMMEKT M OTYET; NpW perpeccun BepHyTb NpeablayLLmn BapuaHT.

OcBOHOAMBLLYIOCS MAMSTb MOXHO MPOBEPUTL Kak 3anac 415 KOHTEKCTa UNv napaniefbHbiX 3anpoCOB. TakOW BbIMIPLILL TOXE TPebyeT HOBOIMO Harpy304HOro TecTa.

VLLM: quantization

MepBbIN LWar — Tabnuua COBMECTUMOCTH dopMaTa. PelleHue O BbikNiaake — no NamsaTh, CKOPOCTU U KauecTBYy BMECTE.
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https://docs.vllm.ai/en/stable/features/quantization/

06 / TOHVMHI W OBHOBJIEHNA - HOBbIE MOOEJIN

BbILLIJIC HOBOSA Moaesib. HaumHaem Kpyr 3adHOBO

HoBble MOAENM 1 NX KBAHTbI UCMbITbIBAEM MOCTOSHHO. [115 Kaxaom CO6VIpaeM pa6ouy+o KOHCDI/IpraLLVIPO N CpaBHMBaEM pe3ynbTaT C TeKymem MOENbIO.

HoBsas Mopenb — Pa3sBepHyTb

He 3anyckaeTtca?

YcTaHOBMNEHHbIM VLLM MOXeET eLLé He noaaepxmBaTh
apxuTeKkTypy. [poBepsaeM TpeboBaHMA U HYXXHYIO BEPCUIO;
MeHsieM 06pa3 B TECTOBOM KOHTYpe. BO3MOXHbI Takxe
¢dopmat Becos, GPU 1nun HaCTpOVKM.

VLLM: nogaepxka apxuTekTyp 1 Moaenem

Mopo6paTtb
—_ HobuTtbca 3anycka —_ —_ MpoBepuTb
napameTpbl

| f

MOoBTOPWTL 3aMyCK M HACTPOWKY J

Kaxabivi Kpyr — Te e 3agauu

TpeboBaHWS BbINOMHEHDI

Bpems oTBeTa, goodput, OLMBKKM, NaMATb U Ka4eCTBO. i

CoxpaHsaeM Bepcuio BeCcoB, 06pa3, napamMeTpbl 1 OTUET
CpaBHeHWs A5 NOBTOPHOrO 3arnycka. BeinaTk nonb3sosarensam

[lonyck nocne npoBepok

MOTOK HOBMHOK YTOMASIET PYYHbIMU AeNNOAMU. NOBTOPSEMBIN LMK 3amycka, HAaCTPOMKN M MPOBEPOK CTAHOBUTCS MPUYMHOM aBTOMaTU3aLLUM.
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https://docs.vllm.ai/en/latest/models/supported_models/

06 / TOHVUHIF N OBHOBJNEHUSA - AOMNYCK N OTKAT —

MpoBepseM HYNKHBIN NPUJIoXKeHM IO pexxnv API

PeweHue KoHKpeTHOE peLleHne

Haw onbIT NMpoBepka nepen nepeknoyeHnem

OB6bIYHbIN BbI3OB MHCTPYMeHTa paboTan. MpUHYAUTENbHbIW BbI3OB Aan NATb
lNMpoBepsiemM Kak BbiIrnaauT ycnex

OLIMGOK M3 NATU: TOKEHbI MOTPATUNN, areHT 3afadvy He 3aBepLun. [NpudnHa u

OKOHYaTENbHbIN GUKC 3TOr0 3NN304a HEN3BECTHbI. ’
MoTok, JSON 1 HyXHbI pexum tool MNpunoxeHve 3aBepLiaeT
calls KOHTPO/bHYIO 3adady
CTapbin KNto, BKIOYad SBHO PaboTaeT nocne CMeHbl Bepcuu;
BblJaHHble NpaBa 3anpeT BCE el OTKIOHAETCH
KaHOungaT nof TeM xe npodunem Bpem4, owmnbku, goodput, naMaTb U

KadyeCTBO NpoLwiv Kputepmnm

BosBpat cTapowu Bepcuu CoxpaHeHbl Beca, 06pa3, HaCTPOWKMU,
MapLLPYT 1 HY>XHbIN pecypc

CHayvana TecToBas rpynna unm Manas gons Tpadvka. bes pecypca ans
napannenbHOM KOnmn cCornacyeM OKHO O6HOBMEHNS 1 BOCCTAHOBMEHMS.

Ycnex ogHOro TeCTOBOMO 3arnpoca He 3aKpbiBaeT BCe pexunmbl APl 1 Bcex MoTpebutenen.
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CNEAOYIOLWNA YPOBEHbDb - LULJAIO3 N NOJINTUKW =0

Y10 AdnbLue: NoOJIb3OoBATE S I M NPpAaBUJIA 3Arnpocos

Heckonbko koMaHg — 06wWnK W3

MNpumep: kKoMaHae A pa3pelleHa Moaernb X, komaHae B — X n'Y; otaensHbie knoun, numnTbl 1 yy€eT. LiteLLM ymeeT virtual keys, model access, rate limits n spend tracking.
3anyck GPU-monenv 1 eé obHoBNeHne OCTatTCA 3a4adven Opyroro KOHTYpa.

Guardrails = namepsiem o6Bs3Ky

lNpoBepku BxoAa/BbixoAa 06ABAAIOT 3a4epPXKy M MOryT OlMbaTbCA. HavaTb C OAHOrO Npasuia v Habopa A0MYCTUMbIX/3aMpeLLEHHbIX MPUMEPOB; U3MEPUTDL NOXHbIE
610KMPOBKM, MPOMYCKW 1 MOBEAEHWE NpW O0TKa3e. [1paBa Ha AOKYMEHTbI NPOBEPAOTCA OTAEMBHO.

BHewHAs LLM — paspelwéHHbii MapLpyT

[1o noaknoYeHs NPoBEPUTL Ka4ecTBO 3a4a4uu, AOMNYyCTUMOCTb Nepefaydn AaHHbIX, API, 6100XeT 1 TarMayTbl. ABTOMaTUYECKUI BbIXO HAPYXXy AOMYCTUM TOMbKO ANS
3apaHee pa3peLlEHHbIX 3anpoCcoB.

LiteLLM: virtual keys - NeMo: guardrail types

[o6aBnsem 06BsA3Ky N0 KOHKPETHYIO 3a[ady 1 MPOBEPSIEM €€ BNUSHWE Ha BECb CEPBUC.



https://docs.litellm.ai/docs/proxy/virtual_keys
https://docs.nvidia.com/nemo/guardrails/latest/about-nemo-guardrails-library/rail-types

CNEOAYIOLWNA YPOBEHb - MACLWWUTAEVUPOBAHUWE =0

YTo AcnbLue: ABTOMATM3CULLMA M GoJibLLUME KJIdCcTepbl

MoBTOpStOWMECS onepaumn — aBTOMaTU3aLus OnuHHbin prefill MewaeT decode — ccneayeM pasgeneHue

Mogenv yacTo MEHSAIOTCSH, KOMaHA CTaHOBUTCS BOnbLUe, PyYHbIE HACTPOWKM OTaenbHble Nynbl MOryT YMEHbLWUTL B3aMMHOE BNnsHWE ®a3 1 AaTb OTAeNbHOe
pacxooaTca. Hauath € peecTtpa Bepcuin, KOHPUrypaumm, npas v OTYETOB; 3aTEM MacLlTabupoBaHune. Mexay HUMK HYXXHO nepenasaTth KV-cache: nogengeTcd LeHa
aBTOMaTU3MPOBAaTb 3anycK, MPOBEPKY, AOMYCK M OTKAT. Y 3TOr0 KOHTYpa OOMKEH ceTn, 6anaHca nynoBs 1 yCNOXHEHWA aKCnyaTaLmm.

ObITb BNageneL.
CHavana noaTBepanTh Y3KOE MECTO Mo METPUKAM; 3aTEM CPaBHUTb C HACTPONKON

Konnyectso GPU camo no cebe He onpeaenseT Yncnio nonb3osatenen. MowHoOCTb 06bl4HOro Asukka. NVLInk BHYTpuM y3na He 3aMeHSeT MEeXy3M0BYIO CETb.
npoBepseM Harpy3Kou; NoTPeBbHOCTb B nnaTtGopme — 4acToTON 1 CTOUMOCTbBIO
py4YHOWM PaboThl.

vLLM: disaggregated prefilling

CnepyoLumin ypoBeHb HaUMHAETCA C JOKa3aHHOr 0 OrPaHUYEHMs U MPOBEPKM BbIMMPbILLA.



https://docs.vllm.ai/en/stable/features/disagg_prefill/

LIECTb OCHOBHbIX TEM - YEK-JINCT =0

UTo 3a6paTh nepen nepBbiM 3AnyCcKom

[ ] GPU [ | Pa6oTanogHarpyskomn

eCTb 6I0XET NaMSTH, MPOBEPEHHbIN KOMMMEKT WU HArpy304HbIN TECT MPaHKLL. 3anonHeH Npodunb; BbibpaHHble TPe6OBaHWSA M3MEPEHDI Y KITMEHTA;
nonesHast MOLWHOCTb MOATBEPXAEHA.

[] Bonblme Beca

BEpCUA LOCTaBeHa 3apaHee; KOHTPO/bHbIE CYMMbI MPOBEPEHbI; CTapas [] OTkasoycTonumeocTb
BepCus OOCTYyMNHa AN oTkaTa. pe3epB 3aKpennéH; OCTaTOYHOM MOLLHOCTW XBaTaeT; NepekitodeHmne
NCMbITaHO.

[ | OonruncrapT
OKHO M3MEPEHO; TPaPUK OTKPLIT NOCE MOTOBHOCTU; BUAEH 3Tan v NpUYnHa []  TwoHMHr M 06HOBNEHMA
oTKa3a. €CTb 3TasI0H, OANH NOBTOPSIEMbIV SKCMEPUMEHT, MPOBEPKMN MPUNOXEHNS U
nyTb OTKaTa.

OnbIT 3KCMNyaTaLmm yxe ecTb. Tenepb B HaWMX NPOBEPKax yuTeHbl Beca, GPU, KOHTEKCT U reHepaLms.




KOHTAKTbl 1 BOMNMPOCHI =0

O6cyam BAaLLM Moaernibku

MepBbiK 3anyck?

[OTOBHOCTb MOAENN U NnyTb OO OTBETa.

MepBada Harpy3ka?

MNpodunb, METPUKN N OXMAEHWA NOMb30BaTENEN.

Yxe cBoqa nnat¢popma?

Mogenu, KoMaHabl 1 NnoBTOpPAKOLLMECH OrnepaLnn.

Erop AHapees - AdminDivision / Bnpona

Hanucatb: @egorandreev @EGORANDREEV

Yutatb: @GrooveOps - C OMOPOM O MY3blKe U anTULLIKE
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