26, DevOops

HKU3HbL Nocne

)
£
)

c

-

| -

=

L

=

)

vy

=

11}

©

o

-

>~
V4

| -

(qV)

o
o)

S

=

(qV)

=

Q

(i

@)

0

>

h'd

qV)
h'el

0
P
Q
o
=
T
©
=
C
I
_
>
0
T
O
©
=)
Y
©
X
0
00]
AV
©
T

CanmaH OdaHuunn

MLOps in CVM Team

MAGNIT
TECH



MacLutabbl

B Hawem CVM oTtpene Ha 30+ 4yenoBEK MHXXEHEPOB:

B Npoje B cpegHeM

akTMBHbIX DAG Ha oguH nHcTaHc AF;

~50% paboTaloT exkegHEeBHO;

0,0 CTapTa Murpaumm B k8s:

8 55

Spark-knacrepos, HOf,

MAGNIT
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Spark applications / MmecaL;

~1000

vCPU,

10

OAaHHbIX 33 OAMH 3anycK;

~6 TB

RAM.
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CeroaHa pa3bepem

s B yeM pasHuua mexxpy managed Spark n Spark B k8s
m [louemy noctaButb Spark Operator aTo TobKO Havyano

s Kakown ctek Mbl ncnonb3oBaniun, YTobObl 3aKPbiTb HALLWK
noTpebHocTn B Spark

s Kak patb “Bo3gyx” monb3oBatendam B paboTe un He
3aKaMnblBaTb UX MHMPACTPYKTYPHbIMKU NpobieMamMu

MAGNIT
TECH

Y10 BbI nosiyuamnTe K KOHLUy AOOKJ1aaad.

m Pas3bepérecb B TOM KaKMe npemmyLlecTBa gaeT
Spark B k8s n nonmeTe Hapo N OHO BaM

m Y3HaeTe, Kak KOHTPO/IMPOBaTb 3TOro “3Bepsd’
N HACTPOUTb NMPaBW/IbHO MPOL,ECChl Ha CTapTe

s Hebonbwonm CookBook no TomMy, Kak mocTpouTb
MOHUTOPUHI Spark B k8s

m YHEceTe MHTepeCHbIe MOAX0oabl M MOCMOTpUTE
Ha YYy>XOW OMbIT OAHOW N3 KOMaHAO KPYMNHEULLHErO
putennepa
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Kak mbl unm 8 Managed Spark

Pipeline paboTtbl DE nH>keHepa paHbLue:

DE-nn>xkenep KoM, Ha MacTep HoAay cbopka venv
B Airflow cnapk cabmMmut KonnpoBaHMe Ha hdfs apxuB *.tar.gz yepes conda pac
C CCbI/IKOW B gare
Ha nyTb hdfs \3
MAGNIT 04
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Bbl210 NPUHATO TaKTUYECKOoe pelleHue “mMmUrpmposaTtb’ 1 Mmbl ero
npuaepXXmsBaaucb

EcTb oBa nyTw:

Mcnonb3oBaTtb [MnwemM Kog — 6ungum o6bpas —

SparkSubmitOperator B AF onucbiBaeM Spark Application yepes
SparkKubernetesOperator

YTOObI NPOCTO YKa3biBaTb --master k8s:// n image BMecTO _
n Kandyem (Mnm Het?)

--master yarn

(MyTb ObIN OTBEPIrHYT MPAKTUYECKU Cpa3y, TOXKE SparkApplication — Spark Operator —
noaBnATCA NpPobsieMbl C MUTPALMEN 1N HE MNOJTyYaeM Driver + Executors — FINISH ?

npenmyulects k8s)

MAGNIT
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YTO Y Hac nony4ymnnocb cnycrA
BpemMA? L mTerTypHAA Cema
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TECH




Spark Runtime in k8s architecture

External Services

Kubernetes Cluster

@Iatform layer

User

|

Y

bservability

layer

-
g

Loki 1

>

1

Grafana }

8
-~

Prometheus }— :
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. W ‘ s Vault Secrets
[ GitLab J ; b{ ArgoCD } { Airflow H Vault H Webhook ] [Cert Manager}
L -
4
A4 v v v
Container
[ Registry } | Kubernetes API Server 1 .’[
/Spark layer l
\ 4
Spark SparkApplication Spark Operator ; | —[
.{ Databases } [ Operator ’ ’ CR webhook SO
A
(o ’ =N N
ark runtime \ 4 Y ) S
v /SparkAp'pllcations B Sparkljtlmtlme
33 Spark App 1 Spark App 2 Spark App N
| Driver | |Executor Driver | Executor Driver | Executor - Spark History
L pod pods pod pods pod pods L Ser¥er )
\_ = 4 )

Dedicated Node Pool J
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[ae 3akaHuYMBaeTca naatpopma n HauMHaeTcAa NoJib3oBaTesib

[TnaTdopma:

s Spark runtime;
m base image;

= Cl/CD;

s SparkApplication defaults;

m scheduler;
s hode placement;
m secrets;

m observability.

MAGNIT
TECH

Tonb3oBaTenb:

PySpark-kog;

On3HecC-N10rnKa;

MPOEKTHbIE 3aBNCNMOCTMW,

napaMeTpbl 3a4a4u;

DAG/schedule.
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Base spark images

Spark 3.0.3 | Spark 3.3.3 | Spark 3.5.5 | Spark 4.0:0

B base image y>ke ectb

Spark /Java / Python / Scala
pinned Python packages

JDBC /S3/ Iceberg / Kafka JARs
obLime cMCTeMHbIE 3aBUCUMOCTU

N1aTdoOpPMEHHbIE HACTPOMNKM

MAGNIT
TECH

Docker file DE nu>xkenepa:

FROM registry/.../spark-base:3.0.3-py3.9

COPY requirements.txt
RUN pip install -r requirements.txt
COPY src/ /opt/spark/app/

09



Cl/CD: uto ocTaéTca caenatb UHXKeHepy

gitlab-ci - GitLab Cl Configuration file (ci.json)

glt pUSh 1 stages:
! 2 - feature
3 - mailn
Ci 4
5 default:
- build Spark application g EamBeEs e
INEEE 8 variables:
_ 9 | KB8S_ENV: "${DEPLOY_ENV}"
— push image 10
_ 11 include:
— publish DAG 12 | - project: "../iac/ci"
_ 13 ref: "main”
— optionally deploy 14 file: "/template/jobs/cicd_pipeline.yml"
additional Components 15 - local: "../templates/feature_airflow.yaml"
16 - local: "../templates/feature_image_build.yaml"
17 - local: "../templates/prod_airflow.yaml"
18 - local: "../templates/prod_image_build.yaml"

MAGNIT
TECH
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Base spark images

o

RUN

set -eux; \
# Hadoop S3A (Hadoop 3.4.x uses AWS SDK v2)
curl -fsSL -o S{SPARK_HOME}/jars/hadoop-aws-S{HADOOP_AWS_VER}.jar \
https://repol.maven.org/maven2/org/apache/hadoop/hadoop-aws/$S{HADOOP_AWS_VER}/hadoop-aws-S{HADOOP_AWS_VER}.jar; \
\
VER=SAWS_SDK_V2_BUNDLE_VER && \
URL=S(case "SVER" in 1*) echo "https://repol.maven.org/maven2/com/amazonaws/aws-java-sdk-bundle/S{AWS_SDK_V2_BUNDLE_VER}/aws-java-sdk-bundl
curl -fsSL -o "S{SPARK_HOME}/jars/aws-sdk-java-bundle-S{AWS_SDK_V2_BUNDLE_VER}.jar" "SURL" && \
\
SPARK_SHORT=S(echo "SSPARK_VERSION" | cut -c1-3) && \
curl -k -L "https://repol.maven.org/maven2/org/apache/iceberg/iceberg-spark-runtime-S{SPARK_SHORT}_S{SCALA_BINARY}/S{ICEBERG_VER}/iceberg
-0 ${SPARK_HOME}/jars/iceberg-spark-runtime-${SPARK_SHORT}_${SCALA_BINARY}-${ICEBERG_VER}.jar; \
\
# JDBC drivers
curl -k -L https://repol.maven.org/maven2/com/clickhouse/clickhouse-jdbc/0.6.0/clickhouse-jdbc-6.6.6-all.jar \
-0 S{SPARK_HOME}/jars/clickhouse-jdbc-0.6.0-all.jar; \
curl -k -L https://repol.maven.org/maven2/io/trino/trino-jdbc/475/trino-jdbc-475.jar \
-0 S{SPARK_HOME}/jars/trino-jdbc-475.jar; \
curl -k -L https://repol.maven.org/maven2/org/postgresql/postgresql/42.7.1/postgresql-42.7.1.jar \
-0 S{SPARK_HOME}/jars/postgresql-42.7.1.jar; \
curl -k -L https://repol.maven.org/maven2/com/microsoft/sqlserver/mssql-jdbc/12.4.2.jre11/mssql-jdbc-12.4.2.jrel11.jar \
-0 S{SPARK_HOME}/jars/mssql-jdbc-12.4.2.jrel1.jar; \
curl -k -L https://repol.maven.org/maven2/com/oracle/database/jdbc/0jdbc8/23.3.6.23.09/0jdbc8-23.3.0.23.09.jar \
-0 S{SPARK_HOME}/jars/ojdbc8-23.3.0.23.09.jar; \

# Spark Kafka integration MUST match Spark/Scala

curl -k -L https://repol.maven.org/maven2/org/apache/spark/spark-sql-kafka-0-10_S{SCALA_BINARY}/S{SPARK_VERSION}/spark-sql-kafka-0-10_S{S
-0 S{SPARK_HOME}/jars/spark-sql-kafka-0-10_S{SCALA_BINARY}-S{SPARK_VERSION}.jar; \

curl -k -L https://repol.maven.org/maven2/org/apache/spark/spark-token-provider-kafka-0-10_S{SCALA_BINARY}/S{SPARK_VERSION}/spark-token-p
-0 S{SPARK_HOME}/jars/spark-token-provider-kafka-0-10_S{SCALA_BINARY}-S{SPARK_VERSION}.jar; \

MAGNIT

TECH
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Base spark images

[locne

FROM docker.io/maven:3.9-eclipse-temurin-S${JAVA_VERSION} AS maven-runtime-jars

ARG SPARK_VERSION
ARG SCALA_BINARY
ARG HADOOP_VERSION
ARG ICEBERG_VERSION

WORKDIR /build
COPY ./runtime-dependencies/pom.xml ./pom.xml

RUN --mount=type=cache, target=/root/.m2 \
mvn -B -ntp clean package \
-Dspark.version="S{SPARK_VERSION}" \
-Dscala.binary.version="S{SCALA_BINARY}" \
-Dhadoop .version="${HADOOP_VERSION}" \
-Diceberg.version="S{ICEBERG_VERSION}"

RUN set -eux; \
test -d /build/target/runtime-jars; \
echo "Runtime JARs:": \
find /build/target/runtime-jars \
-maxdepth 1 \
-type f \
-name '*.jar' \
-printf '%f\n' \
| sort

MAGNIT
TECH
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Airflow: oo n nocne nnatpopmeHHOIM abcTpakLmm

1 run = SparkKubernetesOperator (

2 dag=dag,

3 task_id="run_spill_generator_run",

4 namespace="spark-dev",

5 kubernetes_conn_id="kubernetes_default",
§) get_logs=True,

7 delete_on_termination=True,

8 reattach_on_restart=True,

9 random_name_suffix=True,
10 template_spec={
11 "apiVersion": "sparkoperator.k8s.io/vilbeta2"”,
12 "kind": "SparkApplication”,
13 "spec": {
14 "type": "Python",
15 "mode": "cluster”,
16 "sparkVersion": "4.0.1",
17 "image" . IMAGE,
18 "imagePullPolicy": "Always",
19 "deps": {
20 "jars": |
21 "local:///opt/spark/jars/aws-sdk-java-bundle-2.24.6.jar",
22 "local:///opt/spark/jars/hadoop-aws-3.4.1.jar",
23 ],
24 "packages": |
25 f"org.apache.iceberg:iceberg-spark-runtime-4.0_2.13:{ICEBERG_VERSION}",
26 f"org.apache.iceberg:iceberg-aws-bundle: {ICEBERG_VERSION}",
27 ],
28 },
MAGNIT
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Airflow: oo n nocne nnatpopmeHHOIM abcTpakLmm

29 "sparkConf": {
30 "spark.sql.shuffle.partitions"”: "{{ dag_run.conf.get('shuffle_partitions', '20') }}",
31 f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get()}.aws.credentials.provider": "org.apache.hadoop.fs.s3a.SimpleAWSCredentialsProvider",
32 f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get()}.endpoint": vars.S3_ENDPOINT.get().removeprefix("https://"),
K f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get()}.endpoint.region": vars.S3_REGION.get(),
34 f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get()}.access.key": vars.S3_ACCESS_KEY.get(),
35 f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get()}.secret.key": vars.S3_SECRET_KEY.get(),
36 "spark.hadoop.fs.s3a.bucket.bucket-name.aws.credentials.provider": "org.apache.hadoop.fs.s3a.SimpleAWSCredentialsProvider",
37 "spark.hadoop.fs.s3a.bucket.bucket-name.endpoint": "endpoint",
38 "spark.hadoop.fs.s3a.bucket.bucket-name.endpoint.region”: vars.S3_PROD_REGION.get(),
39 "spark .hadoop.fs.s3a.bucket.bucket-name.access.key": vars.S3_PROD_ACCESS_KEY.get(),
40 "spark.hadoop.fs.s3a.bucket.bucket-name.secret.key": vars.S3_PROD_SECRET_KEY.get(),
41 }
42 "mainApplicationFile": "local:///opt/spark/work-dir/main.py",
43 "arguments": [
44 "--fv_name_1", "{{ dag_run.conf.get('fv_name_1', 'cheques_visits_v1') }}",
45 "--fv_name_2", "{{ dag_run.conf.get('fv_name_2', 'cheques_art_v1') }}",
46 "--event_timestamp”, "{{ dag_run.conf.get('event_timestamp', '2026-04-27') }}",
47 "--mode", "spark-nonreplicated-ssd",
48 1,
49 "driver": {
50 "cores": 1,
51 "coreLimit": "1",
52 "memory": "2g",
53 "serviceAccount": "spark-driver",
54 "nodeSelector": node_selector,
55 "tolerations": [{"key": "dedicated-to-services", "operator": "Equal", "value": NODE_POOL, "effect": "NoSchedule"}],
56 }
MAGNIT
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Airflow: o u nocne nnatdpopmeHHOM abcTpakLumm

57
58
59
60
61
62
63
64
65
66
67 )

MAGNIT
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"executor": {

"instances": 3,

"cores": 2,

Ilmemoryll: Ilzgll'

"serviceAccount"”: "spark-driver",
"nodeSelector"”: node_selector,

"tolerations": [{"key": "dedicated-to-services",

"operator"”:

IIEqualll ,

"value":

NODE_POOL,

"effect": "NoSchedule"}],
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Airflow: oo n nocne nnatpopmeHHOIM abcTpakLmm

1 r = SparkKubernetesOperator(

2 dag=dag,

3 task_id="run",

4 template_spec={

5 "spec": {

§) "“sparkVersion": "4.0.1",

7 “image": IMAGE,

8 "sparkConf": {

9 f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get()}.endpoint”: vars.S3_ENDPOINT.get().removeprefix(
10 "https://"

11 )l

12 f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get()}.endpoint.region": vars.S3_REGION.get(),
13 f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get()}.aws.credentials.provider": "com.magnit.CustomEnvCredentialsProviderVv2",
14 f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get()}.access.env": "S3_GENERIC_ACCESS_KEY",
15 f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get()}.secret.env": "S3_GENERIC_SECRET_KEY",
16 o

17 "mainApplicationFile"”: "local:///opt/spark/work-dir/main.py",

18 "arguments": [

19 "{{ dag_run.conf['parquet_path'] }}",
20 )
21 "driver": {

22 "cores": 1,

23 "coreLimit": "1",

24 "memory" : "4g",

25 "env": envs,

26 }

27 "executor": {

28 "instances": 2,

29 "cores": 1,

30 "coreLimit": "2",

31 "memory" : "3g",

32 "env": envs,

33 o

34 I

35 }

36 )

MAGNIT
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UHTerpaumna AF + Spark n Vault: Cekpetbl u aoctynbl

YTo coenanu: Y10 nonyuumnu:

s B Airflow po6aBneH connection “vault_default” k Vault m Vault - eanHana Touka npaBabl 019 CEKPETOB

m Cekpetbl npuesxkatot B Airflow, Spark driver n executors

B Wrapper gna Spark Mbl gonucanu: m He knapém credentials B DAG, SparkConf, He 3awivBaem
B 06pa3bl U KO, HE NOMagatoT B JIOMU

Spark xoauT B HECKONIbKO BHELLHMX CUCTEM (6a3bl AaHHDbIX,

m /10rnKy no pabote c Secrets Webhook (aHHOTauuu -
HeCKo/NIbKO 6akeToB) 6€3 NULHMX TPYA03aTpaT

3d€3>XXal0T BO BCe I'IO,EI,bI)

m typeChecking, KOHTEKCTHbIE NOACKA3KM s [lonb3oBaTenaMm He Hapo cneauTb 3a TeEM,
yTOoO6bI “NHppPaACTPYKTYPHbIN” KOO 6bl/1 BEPHO

m 3awmnum default Spark conf gna nHppPaCTPyKTYpPHbIX nepeHeceH u3 WabnoHa-npoeKTa

napaMeTpoB
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WUuterpauma AF + Spark u Vault: CekpeTbl u gocTynbl |

r = SparkKubernetesOperator (
dag=dag,

task_id="run",

template_spec={

"spec": {
"sparkVersion": "4.0.1",
61 ] "imAge": IMAGE,
"deps": {
"jars": |
"local:///opt/spark/jars/hadoop-aws-3.4.1.jar",
"local:///opt/spark/jars/hadoop-custom-env-credentials-provider-1.0.0-SNAPSHOT. jar",
]
¥
"sparkConf": {
f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get()}.endpoint": vars.S3_ENDPOINT.get().removeprefix(

"https://"
),
f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get(

) }.endpoint.region": vars.S3_REGION.get(),
f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get()

)

)

.aws.credentials.provider"”: "com.magnit.CustomEnvCredentialsProvi
.access.env"': "S3_GENERIC_ACCESS_KEY",
.secret.env": "S3_GENERIC_SECRET_KEY",

f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get(
f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get(

-~~~

}

ainApplicationFile": "local:///opt/spark/work-dir/main.py",
"arguments": |

"{{ dag_run.conf['parquet_path'] }}",
]

river": {
By ~/coding/work/hadoop-custom-env-credentials-provider-example/airflow/dags/ 1
hadoop_custom_env_credentials_provider_example.py 1

Argument of type "dict[str, dict[str, str | Dependencies | dict[str, str] | list[str] | DriverSpec | ExecutorSpec]]" cannot be assigned to
"imAge" is an undefined item in type "SparkApplicationSpec" (reportArgumentType)

MAGNIT
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WUuterpauma AF + Spark u Vault: CekpeTbl u gocTynbl |

r = SparkKubernetesOperator (
dag=dag,
task_id="run",
template_spec={

"spec": {
"sparkVersion": "4.0.1",
61 "im"ge " IMAGE,
n "image”
n "imagePullPolicy”
n "imagePullSecrets” ark/jars/hadoop-aws-3.4.1.jar",
n "imageTolLiveSeconds” ark/jars/hadoop-custom-env-credentials-provider-1.0.0-SNAPSHOT. jar",

[0 1lmport~

r7 ifmain~

r7 ifmainMS~

(2 datetime~ a.bucket. {vars.S3_BUCKET_NAME.get() }.endpoint”: vars.S3_ENDPOINT.get().removeprefix(

oo time~

'3 fromim~
f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get()}.endpoint.region": vars.S3_REGION.get(),
f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get()}.aws.credentials.provider": "com.magnit.CustomEnvCredentialsProvi
f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get()}.access.env": "S3_GENERIC_ACCESS_KEY",
f"spark.hadoop.fs.s3a.bucket.{vars.S3_BUCKET_NAME.get()}.secret.env": "S3_GENERIC_SECRET_KEY",

}

ainApplicationFile": "local:///opt/spark/work-dir/main.py",
"arguments": |

"{{ dag_run.conf['parquet_path'] }}",
]

river": {
By ~/coding/work/hadoop-custom-env-credentials-provider-example/airflow/dags/ 1
hadoop_custom_env_credentials_provider_example.py 1

Argument of type "dict[str, dict[str, str | Dependencies | dict[str, str] | list[str] | DriverSpec | ExecutorSpec]]" cannot be assigned to
"im" is an undefined item in type "SparkApplicationSpec"” (reportArgumentType)
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Yro npuwinocb agopabortatb 3 OpenSource

| Custom S3 Credentials Provider (AWS CredentialsProvider B cBsisKke ¢ s3a)

pa3Hble credentials pna bucket’'oB uepes S3A per- KacTOMHbIW provider gaéT OONO/IHUTENbHYIO Security-
bucket configuration (kak ny SimpleCredProvider); nsondauuto cekpeta ot Hadoop Configuration;

Hadoop Configuration xpaHuUT nMeHa env variables, a He paboTaeT c bonee crapbiMu BepcuamMm hadoop;
3Ha4vyeHunsa credentials;

provider untaeT credentials U3 okpy>xeHus
driver/executor n nepepaét nx S3A yepes AWS SDK v1
N1 v2 B 3aBUCMMOCTU OT spark runtime;

Simple AWS Provider: bucket — Hadoop config — credential
Custom S3 Provider: bucket — Hadoop config — ENV NAME — ENV — credential
MAGNIT 20
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YTto npuwunocb aopaboratb U3 OpenSource

Custom S3 Credentials Provider

from pyspark.sql import SparkSession

spark = SparkSession.builder \

.appName("MyApp") \

\

.config("spark.hadoop.fs.s3a.bucket.data.access.env", "AWS_KEY_DATA") \

.config("spark.hadoop.fs.s3a.bucket.data.secret.env", "AWS_SECRET_DATA") \

.config("spark.hadoop.fs.s3a.bucket.data.aws.credentials.provider"”,
"com.magnit.CustomEnvCredentialsProviderV2") \

\

.config("spark.hadoop.fs.s3a.bucket.archive.access.env", "AWS_KEY_ARCHIVE") \

.config("spark.hadoop.fs.s3a.bucket.archive.secret.env", "AWS_SECRET_ARCHIVE") \

.config("spark.hadoop.fs.s3a.bucket.archive.aws.credentials.provider"”,
"com.magnit.CustomEnvCredentialsProviderV2") \

\

.getOrCreate()

# Read from different buckets
df_data = spark.read.parquet("s3a://data/data/")
df_archive = spark.read.parquet("s3a://archive/data/")

MAGNIT
TECH
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YTto npuwunocb aopaboratb U3 OpenSource

VaultHook

»:if.l: “;"‘S.
(Mbl Ha3Banu 310 VaultClient) — :-'\,!,@-A'
N
A . *'Fﬂ
(2 ): | '
2 !k
i\ |
< ‘,. ‘,‘ g'
g! »
. S T /
\\\ ) 7

= NoJlydeHune cekpeTta no path/key; = caching; = masking *¥**

MAGNIT
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YTto npuwunocb aopaboratb U3 OpenSource

VaultHook (Mbl Ha3zBanun ato VaultClient)

Usage

from apache_airflow_providers_hashicorp_custom import VaultClient

client = VaultClient()

# Create a secret reference - no fetch yet

password = client.secret("path/to/db", "password")

username = client.secret("path/to/db", "username")

# All secrets from "path/to/db" are cached in client after first access
db.connect(username=username.get("default_user"), password=password.get())

# All secrets are cached but masked
print(client.cache["path/to/db"]) # {'password': '"***' ‘'username': '***'}

# Vault fetch occurs only during task execution, not at parse time.
run_pod = KubernetesPodOperator(
env_vars=|
{"name" : "DB_USERNAME", "value": username.get("default-user")},
{"name" : "DB_PASSWORD", "value": password.get()},

I

MAGNIT
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Poct nonb3osaTtenei u Spark-npuno>keHum

Murpauusa u self-service yBennumnm Hona MoXkeT 6bITb 3aHATa Ha
KOJINYECTBO 3aMyCKOB

[MToaBndaoTCAa 3agaum pasHOU KPUTUYHOCTU . )
a KpynHbin executor Bce paBHO

ABTOCKEUNUHI paboTaeT, HO pecypchl He noMellaeTcd
MoryTt doparMeHTUpPOBaTbCH

Default k8s scheduler BuanT npe)xpe Bcero orgenbHble pod’bl

MAGNIT
TECH
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Poct nonb3oBateneun un Spark-npunoxxeHmmn

Spark Applications (Queued)

p
JOB A Total required:

_ 17 CPU / 68 GB RAM
production feature store

N

J

J

Totall 1 CPU/4GB+2 X (4CPU/ 16 GB) =9 CPU /36 GB RAM

.

Driver Executors (4 total)
1CPU/ | — 4 CPU/ 4 CPU/ 4 CPU/ 4 CPU/
4 GB 16 GB 16 GB 16 GB 16 GB
Totall 1CPU/4GB+4 X (4CPU/16 GB) =17 CPU/68 GB RAM
\
e A
JOB B Total required:
_ 13 CPU /52 GB RAM
daily ETL
Driver Executors (3 total)
1CPU/ | — 4 CPU/ 4 CPU/ 4 CPU/
4 GB 16 GB 16 GB 16 GB
Totall 1CPU/4GB+3 X (4CPU/ 16 GB) = 13 CPU/52 GB RAM
-
4
JOB C Total required:
9 CPU/ 36 GB RAM
test
Driver Executors (2 total)
1CPU/ | — 4 CPU/ 4 CPU/
4 GB 16 GB 16 GB

N

MAGNIT
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Dedicated Spark Node Pool

-
Node 1 Node 2 Node 3 Node 4
Capacity Capacity Capacity Capacity
16 CPU /64 GB 16 CPU /64 GB 16 CPU /64 GB 16 CPU /64 GB
RAM RAM RAM RAM
16 CPU
(64 GB) F
Free Free Free ree
3 CPU/ 3 CPU/ 2CPU/
4 CPU/ 8 GB
16 GB 12 GB 12 GB
12 CPU
(48 GB)
8 CPU
(32 GB)
Used Used Used Used
T 13 CPU/ 13CPU/ 14CPU/
18 GB 52 GB 52 GB 56 GB
4 CPU
(16 GB)
0 CPU
(0 GB)
Free Capacity B Used Capacity
_

25




Moyemy YuniKorn

Queues

root

production

__ feature-store

— etl

development

MAGNIT
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. Quotas
. Gang Scheduling

. Binpacking



LUndpbl no ytunmnsauumm nocne sBHeapeHua Yunikorn

[loTpebneHune pecypcosB
KnacTtepa (ycnoBHble eauHULLbI)

CHmKeHune ~20%

Bbicokoe

YMepeHHoe

Huskoe

Mecay 1 Mecsay, 2 Mecqay, 3 Mecay 4 Mecday, b Mecsauy, 6

MAGNIT
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Observability

[Mocne runtime/security/scheduling cnepytowmnii cnov —
3KCM/yaTauus

MOHUTOPUHI OO/IKEH peLwlaTb npobnemy
“He 3aMyCKaeTcsa CrapK NpuUIoXKeHme”

Hy><Ha ckBo3Haa Habnogaemoctb oT Airflow go Spark

Observability pomxHa oTBevaTb
«[ ne uMeHHO cnoManocb?»

MAGNIT
TECH
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YTto MOHUTOPUM KaK nnaTthopmeHHaa KOoMmaHAaa

Ha ypoBHe Airflow: BOOOLLE NbITAa/IUCb JIN Mbl 3aNyCTUTb 3agauy?

Ha ypoBHe Operator: o6pabotan nu koHTponnep SparkApplication?

Ha ypoBHe CR: B KaKoM lifecycle cTtaTtyce HaxoguTca npunoxkeHme?

MAGNIT
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Kakue waru mbi caenanm Ha nyTv K nosHoueHHomy observability?

YuniKorn Spark Operator
npoBepunun peanbHoO JocTynHble Prometheus metrics MCNo/b30BaNin BCTpoeHHble controller metrics
OTKA3a/1IUCb OT HECYLLECTBYOLWMX METPUK BpOaeE nob6asunu recording rules pnga reconcile, workqueue,
yunikorn_queue_app APl errors, saturation, process health
HopMann3oBanu scheduler latency yepes recording nobasunu alerts Tonbko Ha control-plane npobnemsbl,
rules a He Ha obbivHbIV application failure

nob6aBunu queue/resource/scheduling rules n alerts

MAGNIT
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KaKue warmn mbl caenanum Ha nytm K nonHoueHHomy observability?

SparkApplication Spark node pool
m BKItOYMNKM custom resource metrics yepe3 kube-state- m cobpanu allocatable, requests, actual usage un
metrics.custom-resource-state headroom

s Jo6aBunm CPU/RAM usage no Kaxkaon Hofe
a nonyumnu lifecycle CR: SUBMITTED / RUNNING /

COMPLETED / FAILED / UNKNOWN _
s pending/unschedulable workloads

m Job6aBunu alerts Ha SubmissionFailed n UnknownState
s health dedicated Spark pool

MAGNIT
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Kakue waru mbi caenanm Ha nyTv K nosHoueHHomy observability?

" Spark runtime

CTaHaapTM3npoBanm native Prometheus monitoring Bo Bcex SparkApplication:

spark.ui.prometheus.enabled: "true”
spark.metrics.namespace: "spark"
spark.metrics.conf.*.sink.prometheusServlet.class: org.apache.spark.metrics.sink.PrometheusServlet

spark.metrics.conf.*.sink.prometheusServlet.path: /metrics/prometheus
spark.metrics.conf.*.source.jvm.class: org.apache.spark.metrics.source.JvmSource

spark.metrics.appStatusSource.enabled: "true”

scrape driver :4040:

/metrics/prometheus/ npoBepmnun 3to Ha Spark 3.0.3/3.3.3/3.5.5/4.0.0
/metrics/executors/prometheus/

MAGNIT
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KaKue warmn mbl caenanum Ha nytm K nonHoueHHomy observability?

Logs (loki + alloy) History Server

m nopabotanum Alloy relabeling; no6aBunu Prometheus JMX Exporter Kak javaagent:
m HM3KOKapAuHanbHble NpM3HaKKM octaBunun labels;

s application/executor/submission gaHHble BbIHECU

B structured metadata; -javaagent:/opt/jmx-exporter/jmx_prometheus_javaagent.
_ jar=9404:/opt/jmx-exporter/config.yaml-
= pasgenunu driver/executor;

s nonpasunmn dunbTpayunto, 4Tobbl Spark Operator He
nonapan B runtime logs;

m Y4IM warn 1 warning.

M MHOTIO Yero euwle, 4To A y>Ke ycCries 3abbITb...

MAGNIT
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Kakue waru mbi caenanm Ha nyTv K nosHoueHHomy observability?

- Kakue dashboards (10) nonyunnuce:

Spark Platform Overview — TOYKa BXO4a NMpu AMarHoCTUKe

Spark Application Drilldown Spark Node Pool & Capacity Drilldown
Spark Runtime | Spark History Server Drilldown

Spark Logs Drilldown Airflow Platform Overview

Spark Operator Control Plane Drilldown Airflow DAG Drilldown

YuniKorn Scheduling & Queue Drilldown

MAGNIT
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Spark Platform Overview

Prometheus Prometheus

v 01— Platform health

~

Application Drilldown Runtime Logs Spark Operator YuniKorn
Namespace spark X X v Spark version
Submitted /wa... O Failed apps O

Running apps O

1

0 0

Firing Spark / YuniKorn alerts ©

Severity

warning

MAGNIT
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Alert Component

SparkRuntimeEndpointDowr spark-runtime

Node Pool History Server Airflow Platform
All x X v YuniKorn queue All x W~
Submission fail... © Spark nodes ©
Application Namespace

connect-default-pool-4065¢ spark

<«

@ 2026-08-30 14:48:38 to 2026-08-30 15:31:03

Unschedulable... © Runtime endpo...

Pod Endpoint

connect-default-pool-4065¢ driver

v

©

»

@ O Refresh 30s ~

Firing platform ... ©

1

Spark version

4.0.0
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Spark Platform Overview

v 02 — SparkApplication lifecycle

Applications by state ()

14:50 14:55 15:00 15:05

== COMPLETED == RUNNING == SUBMITTED

Application start latency ©

58.2 mins
50 mins |
41.7 mins |
33.3 mins |
25 mins
16.7 mins [

15:10

8.32 mins |
0s ——
14:50

== 3avg == p50 = p85 == pB9

14:55 15:00

MAGNIT
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15:05

i H

15:20

Operator application activity — 15m ()

15:25 15:30 14:50

®

14:55 15:00

== SUbmitted == succeeded == failed

Submission wait — top applications ©

2.67 mins
2.332 mins
2 mins
1.67 mins
1.33 mins
1 min

40 s

20 s
Os

15:15

15:20

15:25 15:30

')

14:50 14:55 15:00

== spark-load-large == spark-lpad-medium == spark-load-small

15:25

15:25

15:30

15:30
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Spark Platform Overview

~ 03 — Dedicated Spark node pool
Memory — requests vs working set (O

CPU — requests vs actual usage ©

100% — 100%
] |I | f ""'x
80% | \/| 80%
| 'V \
h J
60% | ' u, 60% [ \/\ ~ ‘
| | [ i | -‘,-'III * N
| I| L} .
40% ——— S - 40% \ )
|I '\\ I S _.\ III
1 i
20% ~ -\'.—, 20% \
II
0% 0%
14:50 14:55 15:00 15:05 15:10 15:15 15:20 15:25 15:30 14:50 14:55 15:00 15:05 15:10 15:15 15:20 15:25 15:30
- requests == usage = requests == working set
Resource headroom () Memory headroom Pending / unschedulable Spark pods
. 3 .
| i . | 1 '
| \ 160 GiB f
40 cores || | 128 cin | f | 2 | |
30 cores .' ) , J 1.5 | |
1 .- 96GB, | [\ 1 Lol
20 cores ." /; 64 GIB lI I.'L;' 0.5
0cores | | \\ A 32GiB — 0
— - 0B 14:50 15:00 15:10 15:20 15:30
14:50 14:55 15:00 15:05 15:10 15:15 15:20 15:25 15:30 14:50 15:00 15:10 15:20 15:30 == pending == pending == pending == unschedulable
- Memory == unschedulable

== CPU cores

MAGNIT
TECH

37



Spark Platform Overview

~ 04 — YuniKorn scheduling

Scheduling latency © Queue CPU — allocated [/ pending / max Queue memory — allocated [/ pending /f max O
10 ms
. 384 GiB
8 ms 100 cores — —
ams 256 GIB
50 cores
4 ms _/—/ A 128 GiB
\ N \
2 ms /
0 cores /7 0B JTA \
0 ms 14:50 14:55 15:00 15:05 15:10 15115 15:20 15:25 15:30 14:50 14:55 15:00 15:05 15110 15:15 15:20 15:25 15:30
14:50 14:55 15:00 1505 1510 15:15 15:20 15:25 15:30 == allocated root == allocated root.spark == pending root == allocated root == allocated root.spark == pending root
= p95 == poo == pending root.spark == max root == pending root.spark == max root
MAGNIT 38
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Spark Platform Overview

~ 05 — Spark runtime

Executors — top applications

4
2
0
14:50 14:55 15:00 15:05 15:10 15:15 15:20 15:25 15:30
== connect-default-pocl-40659 / 4.0.0 == spark-load-large | 4.0.0
== spark-load-medium [/ 4.0.0 == spark-load-small { 4.0.0
Executor GC wall-time ratio — top applications ©
100%
BO%
60%
40%
20%
0%
14:50 1455 1%00 15:05  15:70 1515 15:20 15:25%  15:30

== connect-default-pool-40659 / 4.0.0 == spark-load-large [/ 4.0.0
== Spark-load-medium / 4.0.0 == spark-load-small { 4.0.0

MAGNIT
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Executor task-slot utilization — top applications

100% “ [ \ .
80% | ' \
|
60% | - /
|
40% | ‘ |
‘ || Il
20% | u
0% '
14:50 14:55 15:00 15:05 15:10 15:15 15:20 15:25  15:30
== connect-default-pool-40658 | 4.0.0 == spark-load-large / 4.0.0
== spark-load-medium [ 4.0.0 == spark-load-small / 4.0.0
Input / shuffle throughput
600 MB/s TN
[ -
f ‘l\.‘
400 MB/s / N
200 MB/s / \
I
/ \
0 Bfs - i
14:50 14:55 1500 15:05 15:10 1535 15:20 15:256 15:30

== input == shuffle read == shuffie write

Driver heap usage — top applications

100%
80%
60%
40%
20%
R
0%
14:50 14:55 15:00 15:05 15:10 15115 15:20 15:25 15:30
== spark-load-large [ 4.0.0 == spark-load-medium / 4.0.0
== spark-load-small [ 4.0.0
Failed tasks — increase over 10m :
100
80
60
40
20
0 !
14:50 14:55 15:00 15:05  15:10 1515 15:20 15:25  15:30
== connect-default-pool-40658 { 4.0.0 == spark-load-large / 4.0.0
== Spark-load-medium / 4.0.0 == spark-load-small { 4.0.0



Spark Platform Overview

~ (06 — Spark Operator control plane

Controller reconcile errors

100 ops/s
B0 ops/s
60 ops/s
40 ops/s
20 ops/s

0 ops/s
14:50 14:55 1500 1505 1510 1515 1520 15:25

== mutating-webhook-configuration-controller
== scheduled-spark-application-controller == spark-application-controller

== sparkconnect == validating-webhook-configuration-controller

MAGNIT
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Workqueue depth

100
80
60
40
20

0
15:30 14:50 1455 15:00 15:05 15:10 15:15 15:20 15:25

== mutating-webhook-configuration-controller
== scheduled-spark-application-controller == spark-application-controller

== sparkconnect == validating-webhook-configuration-controller

Kubernetes API error ratio

100%

80%

60%

40%

15:30 e

0%

14:50 14:55 15:00 15:05

== 5x¥ ratio

15:10

15:15

15:20

15:25

15:30
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Kakue waru mbl caenanu Ha nytm K nonHoueHHomy observability?

Job He paboTaeT (3agava He gana Hy>KHOro pe3ynbTaTa)

SparkApplication (CR) BoobLie nosBmniach B Knacrepe?

HET

L [A
Kakown ctatyc SparkApplication?

¥

W

CmoTpum Airflow
DAG / Task state
3anyckanacb nu task
Ownbkun B norax task
Ouepenn / 3apep>kkum

.

v

CmoTpumM Spark Operator
(Control Plane)
Coszpan nm CR
OwwnbkmM reconcile
Workqueue / API errors
Submission failures

&

¥

r

Npo6nema Ha ypoBHe opKecTpauumn
(3apava He gowna oo 3anyckKa)

.

MAGNIT
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' PENDING
(B MPUOXKEHUM O0NTO HET
nepexona B RUNNING)

RUNNING
(Npunno)xeHue 3anyCcTUIoCh,
HO paboTaeT Nnaoxo)

&

(Capacity)

Allocatable CPU/ RAM
Requests / Actual usage
Headroom

Unschedulable / Pending Pods
Fragmentation / constraints

.

v

g
Mpo6nema nnaHupoBaHua /

HexBaTKa pecypcoB

(MpunoXkeHne He 3anyCcTMUoCh)

.

v v
CmoTpuM YuniKorn CmoTpuM Spark Runtime
(Scheduler) (Metrics)
Queue / Users Driver: Heap / GC / CPU
Pending applications Executors: count / cores
Ouepenun n npmopuTeThI Active tasks / stages
Scheduling latency Input / Shuffle / Storage
Allocation / Preemption Listener queue / dropped events
) ¥ ) ¥
CmoTpuM Spark Node Pool CmoTpuM Spark Node Pool

(Consumption)
CPU/RAM no HogaMm

Saturation
Throttling / OOM/ Evictions
) 7
CmoTpumM noru B Loki
Driver norun
Executor noru
¥

Spark Runtime Ul
(http://<driver-pod-ip>:4040)
Stages/ Tasks
Executors
Storage
Environment

\

W

" FAILED / KILLED
(rlpMﬂO)'Ke HWe 3aBepLUnJ1I0Cb
c owbKom)

.

¥

CmoTpuM Spark Runtime
(Metrics po napgeHus)
Bbino nn OOM/ Evictions
Heap / GC nepen nageHneMm
Active tasks / stages
Input / Shuffle / Errors

.

v

CmoTpuM noru B Loki
Driver noru (npuyvHa nagerHus)
Executor norm
Stacktrace / Exception

.

Spark Runtime Ul
(ecnu ewé pocryneH)
[locnegHee cocrosiHMne
Failed stages / tasks
Executors
Storage

\

v

Spark History Server
(Post-mortem)
(http://<history-server>:18080)
Jobs
Stages
Executors
SQL/ Queries
Environment / Metrics

.
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Spark Runtime Ul vs Spark History Server

Spark Ul Index

Active SparkApplications. Page refreshes every 15 seconds.

Namespace Application State Runtime Ul
spark connect-default-pool-40659 RUNNING open Spark Ul
spark spark-load-large RUNNING open Spark Ul
spark spark-load-medium RUNMNING open Spark Ul
spark spark-load-small SUBMITTED open Spark Ul
\.
MAGNIT
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-
W 404 | Jobs Stages  Storage  Environment  Executers  SQL/DataFrame

Spark Jobs (?)

User: spark

Started At: 2026/08/30 10:55:55

Total Uptime: 2.7 min

Scheduling Mode: FIFO

Active Jobs: 1

Completed Johs: 783, only showing 781

¢ Event Timeline

- Active Jobs (1)

Page: 1
Job id - Dascription
781 collect at foptfspark/work-dir/main.py:77
collect at foptfsparkwork-dir/main.py:77
Page: 1

~ Completed Jobs (783, only showing 781)

Page: 1 2 3 4 5 6 7 B >

Jobid « Description
780 collect at fopt/sparkfwork-dirfmain.py:77
collect at fopt/spark/work-dirfmain.py:77
779 collect at fopt/spark/work-dirfmain.py:77
collect at fopt/spark/work-dirfmain.py:77
778 collect at fopt/sparkfwork-dirfmain.py:77
collect at fopt/sparkwork-dirfmain.py:77
777 collect at fopt/sparkfwork-dir/main.py:77
collect at Jopt/sparkfwork-dirfmain.py:77
776 collect at fopt/sparkfwork-dirfmain.py:77
collect at fopt/sparkfwork-dir/main.py:77
775 collect at fopt/sparkfwork-dirfmain.py:77

collect at fopt/spark/work-dirfmain.py:77

Submitted Duration
2026/08/30 11:05:34 10s
(kil

Submitted Duration
2026/08/30 11:05:33 07s
2026/08/30 11:05:33 15 ms
2026/08/30 11:05:32 1.0s
2026/08/30 11:05:32 075
2026/08/30 11:05:32 19 ms
2026/08/30 11:05:31 1.0s

Stages: Succeaded/Total
0/2

Stages: Succeeded/Total
n

11 (2 skipped)

11 (1 skipped)

n

/1 (2 skipped)

11 (1 skipped)

spark-load-large application LI

1 Pages. Jumpto 1 . Show 100

Tasks (for all stages): Succeaded/Total

C 81/224 (29 running)
1 Pages. Jump to 1 . Show 100
B Pages. Jumpto 1 . Show 100

Tasks (for all stages): Succeeded/Total

items in a page. Go

items in a page. Go

items in a page. Go

~

MAGNIT
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BbiBsoAbl

Spark Operator # Spark platform;

[locne Managed Spark oTBeTCTBEHHOCTb
nepee3»kaeT K BaM;

CraHpapTunanpoBaTb HY>XHO runtime,
delivery, secrets, scheduling, observability;

[ NaBHbIV NPOAYKT NNaTdoOpPMbl —
OAMHAKOBbIN NYTb /15 No/1b30BaTeNS,

N CaMOe Ba*KHOE - OH A0J/IXKEH CaM XKenaTb
No HEMY “"XOOUTb KaxKAblW OEHDb;

Kubernetes naet rubkocTb, HO 3a Hee
nnaTM NNaTtopPMeHHON CITOXKHOCTbIO.

MAGNIT
TECH

Ha Bbixoae Mbl MNony4YnUnu:

SKOHOMMIO Ha pecypcax ob/aka BpeMsa BblKaTKM € Hyna sparkApp
roe-To B cpegHeM

TOJIbKO Ha aBTOCKEW/IMHIe MUHYT (CpenHee 13 cNnoB Nob30BaTener
N yxoga c gatanpokoB B k8s

PagoCTb NO/Ib30BaTENEN OT OTCYTCTBUSA MHMPPACTPYKTYPHOMN
Harpy3Ku 1 NUWLHUX OENCTBUN (HE n3MeprMa B METPUKAX)

MOHUTOPWUHT, KOTOprVI AKOHOMUT MHO>XXEeCTBO HEPBOB K/TMKOB
M 4YaCOB XOXXOEHWM MO /10raM B NOUCKax I'IpO6J'IeMbI
N KOMIMNOHEHTA, KOTOprl71 €€ NoTeHUMaabHO Bbl3Barl
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Cnacubo!

CanmaH daHunun
MLOps in CVM Team
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